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PREFACE

The objective of this study guide is to prepare you for the 70-640 TS: Windows Server 2008 Active Directory, Configuring exam by familiarizing you with the technology or body of knowledge tested on the exam. Because the primary focus of the book is to help you pass the test, we don't always cover every aspect of the related technology. Some aspects of the technology are only covered to the extent necessary to help you understand what you need to know to pass the exam, but we hope this book will serve you as a valuable professional resource after your exam.

In This Book

This book is organized in such a way as to serve as an in-depth review for the 70-640 TS: Windows Server 2008 Active Directory, Configuring exam for both experienced Windows Server 2000/2003 administrators and newcomers to Microsoft Windows Active Directory technologies. Each chapter covers a major aspect of the exam, with an emphasis on the “why” as well as the “how to” of working with and supporting Windows Server 2008 Active Directory as a network administrator or engineer.

On the CD

For more information on the CD-ROM, please see Appendix C, About the CDROM, at the back of the book.

Exam Readiness Checklist

At the end of the Introduction you will find an Exam Readiness Checklist. This table has been constructed to allow you to cross-reference the official exam objectives with the objectives as they are presented and covered in this book. The checklist also allows you to gauge your level of expertise on each objective at the outset of your studies. This should allow you to check your progress and make sure you spend the time you need on more difficult or unfamiliar sections. References have been provided for the objective exactly as the vendor presents it, the section of the study guide that covers that objective, and a chapter reference.

In Every Chapter

We've created a set of chapter components that call your attention to important items, reinforce important points, and provide helpful exam-taking hints. Take a look at what you'll find in every chapter:

[image: Image] Every chapter begins with Certification Objectives—what you need to know in order to pass the section on the exam dealing with the chapter topic. The Objective headings identify the objectives within the chapter, so you'll always know an objective when you see it!

[image: Image] Exam Watch notes call attention to information about, and potential pitfalls in, the exam. These helpful hints are written by authors who have taken the exams and received their certification who better to tell you what to worry about? They know what you're about to go through!



	[image: Image]




	The hosts file is a flat text file, with each line representing a mapping between a DNS hostname and an IP address. In operating systems beginning with Windows NT 4.0 and later it is located in %systemroot%\system32\drivers\etc directory. If there is a matching hostname record in the hosts file, further attempts to resolve the name are unnecessary, so the resolution process stops.





[image: Image] Step-by-Step Exercises are interspersed throughout the chapters. These are typically designed as hands-on exercises that allow you to get a feel for the real world experience you need in order to pass the exams. They help you master skills that are likely to be an area of focus on the exam. Don't just read through the exercises; they are hands-on practice that you should be comfortable completing. Learning by doing is an effective way to increase your competency with a product.
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[image: Image] On the Job notes describe the issues that come up most often in real-world settings. They provide a valuable perspective on certification- and product-related topics. They point out common mistakes and address questions that have arisen from on the job discussions and experience.

[image: Image] Inside the Exam sidebars highlight some of the most common and confusing problems that students encounter when taking a live exam. Designed to anticipate what the exam will emphasize, getting inside the exam will help ensure you know what you need to know to pass the exam. You can get a leg up on how to respond to those difficult to understand questions by focusing extra attention on these sidebars.

[image: Image] The Certification Summary is a succinct review of the chapter and a restatement of salient points regarding the exam.
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[image: Image] The Two-Minute Drill at the end of every chapter is a checklist of the main points of the chapter. It can be used for last-minute review.
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[image: Image] The Self Test offers questions similar to those found on the certification exams. The answers to these questions, as well as explanations of the answers, can be found at the end of each chapter. By taking the Self Test after completing each chapter, you'll reinforce what you've learned from that chapter while becoming familiar with the structure of the exam questions.

[image: Image] The Lab Question at the end of the Self Test section offers a unique and challenging question format that requires the reader to understand multiple chapter concepts to answer correctly. These questions are more complex and more comprehensive than the other questions, as they test your ability to take all the knowledge you have gained from reading the chapter and apply it to complicated, real-world situations. These questions are aimed to be more difficult than what you will find on the exam. If you can answer these questions, you have proven that you know the subject!

Some Pointers

Once you've finished reading this book, set aside some time to do a thorough review. You might want to return to the book several times and make use of all the methods it offers for reviewing the material:

1. Re-read all the Two-Minute Drills, or have someone quiz you. You also can use the drills as a way to do a quick cram before the exam. You might want to make some flash cards out of 3 × 5 index cards that have the Two-Minute Drill material on them.

2. Re-read all the Exam Watch notes and Inside the Exam elements. Remember that these notes are written by authors who have taken the exam and passed. They know what you should expect—and what you should be on the lookout for.

3. Re-take the Self Tests. Taking the tests right after you've read the chapter is a good idea, because the questions help reinforce what you've just learned. However, it's an even better idea to go back later and do all the questions in the book in one sitting. Pretend that you're taking the live exam. When you go through the questions the first time, you should mark your answers on a separate piece of paper. That way, you can run through the questions as many times as you need to until you feel comfortable with the material.

4. Complete the Exercises. Did you do the exercises when you read through each chapter? If not, do them! These exercises are designed to cover exam topics, and there's no better way to get to know this material than by practicing. Be sure you understand why you are performing each step in each exercise. If there is something you are not clear on, re-read that section in the chapter.
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INTRODUCTION

Prior to Windows Server 2008 exam series, Microsoft had two types of exams for many infrastructure products such as Active Directory. Some candidates, depending on desired goals, had to take a design exam and an implementation exam. In the latest installment of MCITP exams, the separation between the ability to plan a technology and the ability to implement it is no longer as obvious. As a result, Active Directory Configuration exam, 70-640, focuses more on the ability to implement and support the technology. Planning skills and theory knowledge remain necessary; however, questions look more mechanical and more direct than in previous versions of AD exams.

With this in mind, we tried to structure the book so as to deliver the theoretical and planning components, followed by practical and hands-on components. You will notice that chapters are layered. For each major area of Active Directory technology, we start with planning and technology overview, leaving most exercises till the following chapter.

Exercises are absolutely essential to scoring high on this exam, particularly to those readers who might be new to Active Directory. It is highly recommended that candidates set up their own labs, using their preferred virtualization technologies if no hardware is available, and get familiar with GUI based and command based tools. Exercises provided in this book will cover most topics that are practically guaranteed to be featured on the exam.

More experienced candidates who are administering Active Directory on a daily basis will only need to get an update on what is new, and what has changed in Windows Server 2008. The best way to do this is to scan through the topics of each chapter, look through the images and tables, and try to answer each Q and A section at the end of every chapter. Microsoft packaged several technologies as members of the AD family in Windows Server 2008, so the more experienced candidates are advised to review Chapter 10 and go through its exercises.

Regardless of your experience level, command line knowledge will be tested more thoroughly than ever before, and to assist with preparing for this, the book features a command line reference in Appendix B. Candidates are advised to be at least aware of the main functions of each command.

To give candidates a better idea of the exam experience, we recommend they take a sample test, which is included on the CD at the end of this book. It is likely that Microsoft is going to introduce simulation questions, where candidates will be asked to answer a configuration question by actually implementing configuration changes on what would look like a real Windows Server 2008 virtual machine, with a limited UI (some test takers may already be familiar with this new approach from Windows Vista exams). Candidates are advised to go through the exercises in this book in their own virtual lab environments.
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	Official Objective

	Study Guide Coverage

	Ch #

	 Beginner
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	Configuring Domain Name System (DNS) for Active Directory

	 

	 

	 

	 

	 




	Dynamic DNS (DDNS), Non-dynamic DNS (NDDNS), and Secure Dynamic DNS (SDDNS), Time to Live (TTL), GlobalNames, Primary, Secondary, Active Directory Integrated, Stub, SOA, zone scavenging, forward lookup, reverse lookup
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Directory Services

CERTIFICATION OBJECTIVES

1.01 Definition of a Directory and Directory Services

1.02 Directory Standards

1.03 Overview of X.500

1.04 Windows Implementations of Directory Services
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Q&A Self Test

This chapter serves as an introduction to directory technologies in general and Active Directory in Windows Server 2008 in particular. For the purposes of exam 70-640, it is safe to skip the chapter if you are a seasoned professional. Try the quiz at the end of the chapter.

A Little Bit of History

Throughout history, humans have always sought ways of systematizing information, and in the contemporary world, we now have the technology not only to store a huge set of data accumulated over time and supplemented on a daily basis, but also to search and access that information instantaneously (and securely).

Several implementations of such technology appeared several decades ago. Early versions specialized in storing objects of predefined types only. The purpose of directories in the early days was to introduce flexibility and simplify administration, using those predefined object types.

Very early attempts to create such systems were seen in MVS PROFS and the Michigan Terminal System (MTS). Later, the operating system UNIX, with its own approach to storing user accounts, came along. UNIX is a multiuser operating system with access-restriction mechanisms, which allows multiple concurrent interactive user sessions at any given moment. Information about users is stored in the file /etc/passwd, with each line adhering to a certain predetermined format. Each line in the file describes a particular user of the system, and it constitutes the user account.

Each user account must have a unique name (login name). To access the resources managed by the operating system, users must log on (or authenticate) to the system by providing their login name and password. Information they supply is passed on to the operating system module that is responsible for validating user logon requests.

In simple terms, this module then searches the /etc/passwd file for that specific user account. If a matching entry is located, it reads all of the parameters defined in the file for that user. It then compares the password entered by the user with the password read from the user account entry, and if they match, the module issues the necessary system calls to allow the user into the system. Now, due to security risks associated with sending clear text (or poorly encrypted) passwords around the network, this authentication process grew slightly more complex than how it is described here, but this example serves the purposes of introduction.

This simple yet powerful approach, in its fundamental form, is present in the systems we use today. Of course, if you think of this solution in terms of today's level of computer use, it certainly has its problems—such as performance (try searching a flat file with a few million user entries) and security. But several decades ago, it served as a great start.

CERTIFICATION OBJECTIVE 1.01
Definition of a Directory and Directory Services

Directories appeared as a result of attempts to normalize data storage and create some sort of standard that could be used by any system regardless of implementation. The definition of directory as we know it today has expanded a great deal beyond its original purpose. In the beginning, a directory was equivalent (and is often compared to) a catalog of information, such as a telephone directory, where records are normalized (last name, initials, phone number, address) and listed in a certain order (alphabetically, ascending). Thus, using a telephone directory, with a bit of effort you can locate a telephone number through use of a known parameter—a last name in this example. Directories of today include the same fundamental characteristics and serve the same fundamental purpose—we still have some data in some format sorted in some way—but the functionality far exceeds that of a simple search.

A simple definition of a directory could be given as a file or a database that organizes resources or information in a hierarchical manner. As a software implementation, it has some defining characteristics, some of which are listed here. Most people would agree that a directory must, at a minimum, allow the following:
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Directory service is implemented within directory software, which also defines and implements the structure of the directory, commands that can be executed against this directory, and communication protocols supported by this directory. Directory service, therefore, is the functionality provided by directory software: it involves interaction with other software programs, called clients, which users of the system employ to interact with the directory. For example, these clients may allow reading and writing from, and to, the directory, searching, comparing, and deleting data. So in essence, directory service can also be defined as an interface between users and data that is organized and stored in the directory. Clients can be implemented as graphical user interface applications and also as command-line applications.

Storing User Data

Usually, information stored in the directory represents some real-world data. Modern implementations of directory software store information in units called objects. For now, we won't worry about exactly how those objects are implemented within the directory—technically, such an object can be a text file, a relational database record, or an actual object created using a high-level programming language. To store these units of data—objects—the directory must be configured accordingly.

For instance, it is neither easy nor practical to store information about people in a directory that was initially created for automobiles. This brings up another very important requirement for a directory: its structure and object definitions must be easily modifiable to add support for new objects. If we have an automobile directory, it could make sense to keep track of potential and existing owners, and we should be able to add this support with a minimal amount of effort.

Further on in this chapter, we will revisit the concepts of directories, how their structures can be modified, and other reasons why this is so important. Object instances, object classes, and object attributes are also covered in more detail in later sections.

Searching User Data

We know that searching data is as important to directories as storing it. The search facility is implemented by the client-side software, which creates search requests, sets up search parameters, and forwards specifically formatted search requests to the directory. Users can search for objects with matching properties, or attributes—for instance, the date the object was created or modified or the object's unique identifier—and their location within the directory.

Each object must be described by a set of mandatory and optional properties. In our example with the automobile directory, this could be make, model, color, year, and so on. In directory language, these are attributes, and their respective values are aptly referred to as values. Typically, each attribute will be given a type (indicating what sort of data we can store, i.e., 2000 as year, or “silver” as color) and allowed ranges of attributes (perhaps “yellow” should not be accepted as a valid year). Attributes can also be mandatory (meaning that a new object cannot be saved unless this specific attribute is assigned some valid value) or optional (as the name implies, providing a corresponding value to this type of attribute is not obligatory).

The client itself does not conduct the search; it would be too inefficient in terms of network bandwidth and client resource usage. Instead, clients submit queries that describe in some way the objects they are looking for, and get a set of references to matching objects in response. Directory servers are tasked with conducting the actual search using all the processing power they usually have. Directory structures and servers are constructed with this in mind; search times must be minimized to provide an adequate level of service.

Object attributes and object types collectively define what type of data our directory can store; this definition is referred to as the object class. If we had a real estate directory, we would want to separate commercial properties from residential properties, simply because they have very unique sets of features. Attributes that fully describe a commercial property may not be applicable to residential properties. So there would be a potential to have at least two distinct object classes in this case.

Each commercial or residential property listed in such a directory would be called an object instance. Object classes simply describe acceptable parameters of objects—but they aren't objects themselves. When a new residential property is created and added to such a directory, a new instance of the residential property object is stored.

Note that directories are traditionally optimized for reading and referencing; writing new information to the directory is usually significantly slower than searching/reading existing data. Ultimately, it depends on how well a particular directory is implemented, how much data is stored and searched, what performance optimization mechanisms were utilized by the developers, and exactly how much processing power and I/O capacity is available to the directory server.

Authentication and Authorization

It is unlikely that owners of directories would want just anyone to be able to access their information (unless, of course, that is exactly what they need done). Security and access control have rapidly become the key features of any server product on the market these days. Access restriction and control is usually implemented on two levels, the first being authentication. Before you can grant or deny access in response to an incoming request, you need to unambiguously identify users or computers submitting those requests. A valid form of identification could be a unique combination of a username and a password, a digital signature, a smart card, a biometric scan, etc.

Therefore, authentication can be defined as an access control mechanism, responsible for establishing and verifying user, process, or computer identity.

Once the identity of the access-requesting entity has been established, authorization—the second mechanism of access control—kicks in. Authorization is the process by which the directory establishes access rights or rules that apply to the access-requesting entity and determines whether or not access to particular directory objects is allowed or denied.

Access rights consist of a set of security parameters used in authorization processes, and most commonly they include rights such as “read,” “write,” “modify,” and “delete.” All of the objects stored in the directory have certain access rights defined and “attached” to them. The access-requesting entity, upon requesting a certain object, is checked against that particular object's access list. Access rights and permissions are two terms that can be used interchangeably, and the same goes for access control lists (ACLs) and access lists. If an ACL on any given directory object states that User A has read-only access rights and User B has read access plus the ability to modify object attributes, when User A attempts to modify an attribute of that particular object, he or she should fail. This is authorization in action.

Contrary to a one-time deal, as is the case with authentication, authorization is persistent; users are constantly subjected to authorization as they request access to more and more objects within the security model of a directory. Computer systems that are part of the directory typically participate in this security model and also perform authorization, comparing user credentials with ACLs on local resources, before access is denied or granted.

As you can infer from the discussion so far, weak authentication mechanisms jeopardize integrity of authorization, for we can no longer be sure that User A is really User A. Likewise, there is no point in strong authentication if authorization mechanisms are weak, because it doesn't matter who User A is, if User A can retrieve objects that she should otherwise not have access to. You may hear people compare this to a chain being only as strong as its weakest link.

Example: Windows Server 2008

Windows Server 2008 Active Directory (AD) follows the same structural concept that we just discussed. Suppose you are using a directory client, in this case, either a Windows XP Professional or Windows Vista computer that belongs to an AD domain. When you boot up your workstation, it prompts you for a username and a password. If you enter a valid username and a correct password, your information is matched with a user account object in the Active Directory, and the logon completes successfully.

Without going into technical details of the process just yet, let's say that authentication completes successfully.

From this point on, the user attempts to access resources (files, directory objects, printers, network services, and so on) and is subjected to authorization—verification of identification information against the individual ACL of the resource in question. Should permissions defined in any given ACL be insufficient, the operating system will flash an error message stating that you cannot access the requested resource.

The authentication process validates that the user was indeed who he or she claims to be, while the authorization process enforces permissions configured on each resource.

In Windows Server 2008, classic Active Directory services are now referred to as Active Directory Domain Services, or AD Domain Services, or AD DS. Further in the book you may see these used interchangeably, but each term always refers to the same Windows Server 2008 Active Directory Domain Services.

Windows Server 2008 also changes some of the nomenclature that will ring a bell with Windows Server 2003 administrators. Windows Server 2008 now features AD LDS (Lightweight Directory Services), AD FS (Federation Services), and AD RMS (Rights Management Services). This technology has existed for a few years in one form or another and now is brought under the umbrella of Active Directory. This technology will be reviewed further as we progress through this book.

Reasons to Implement Directories

Modern companies have vast amounts of computing resources, such as computers, peripherals, and office equipment, that they must keep track of. To do this, they often have to implement different software packages, not necessarily developed by a single vendor. To store information about employees, they need yet another application. Eventually, it may become necessary to track the use of renewable supplies or rather costly services, such as color laser printer toner or peak hours of overseas faxing. In other words, the need to keep track of things mounts, as does the volume and type of information, and existing applications designed to track specific things may not necessarily be flexible enough to adapt quickly and cost effectively.

It follows that since companies resort to using several software packages to track similar things, some information is bound to be duplicated. That, in turn, may result in omissions and leakages—in other words, complete inconsistency. Administrators become overburdened by having to maintain multiple user accounts, each of which may have access controls implemented. Not only could this result in serious security oversights, but a simple change like a new phone number can require changing it several times in several applications—not very efficient, to say the least.

Now, consider users. They have access to several different applications, and they have several different sets of user accounts and passwords to remember. Experienced administrators know that this results in not only forgotten passwords but users having to write their usernames and passwords on sticky notes and attaching these to their monitors. Very secure.

As time goes by, problems are compounded; administrators spend more time fixing things that were “working yesterday,” instead of proactively managing a unified environment. The net result is an overblown TCO (total cost of ownership) of technology, with the company spending more and working less efficiently—the exact opposite of what technology aims to deliver.

Directories come to the rescue by aiming to solve all of the problems just identified. They deliver a unified storage facility for all these objects, which now only have to be stored in a single instance. Since directories are flexible in terms of what kinds of information they store, both automobile and owner data (to use the earlier example) can be stored. Finally, authentication and authorization services are provided centrally to any application that supports directory integration. By fully delegating this to the directory, each object can be restricted in terms of who can access it, and administration is centralized.

Example: Application of Directory Services

Suppose a company has implemented directory services and employs their directory to store hundreds and thousands of objects—its employees, office equipment, applications, network configuration, and so on. User Sandra logs on to her computer, which is associated with the security perimeter created and maintained by this directory, and attempts to print a document. The printer queue is a directory object. It is maintained on a print server, and it has an ACL associated with it. When Sandra submits a print job to the queue from her workstation, the authorization process compares her identity against a set of printer queue permissions; and if access is allowed, the print job goes through.

The directory makes sure that the authentication process establishes Sandra's identity; and because the printer queue and Sandra's user account are associated with the same security perimeter, the authorization process accepts Sandra's security ID and trusts it to be valid.

CERTIFICATION OBJECTIVE 1.02
Directory Standards

This section is safe to skip if you are just preparing for the exam. If you are new to directories, this section is somewhat important in laying the groundwork for further discussions.

There is an alphabet soup of standardization bodies, each of which is responsible for its own area of technology. Some of the most prominent are listed here:
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Efforts to create a unified directory standard were initiated by a partnership of ISO and ECMA, who were developing a name resolution system for applications based on the OSI (Open Systems Interconnection) model. Around the same time, CCITT was working on implementing white pages based on the new standard. White pages serve as a catalog of network service subscribers on the Internet; they contain information such as assigned network addresses, telephone numbers, and mailing addresses.

Objectives of the two teams were, obviously, very different, but their technical implementation had many common areas. As a result, they united their efforts and formed a single ISO/CCITT task force in 1986, which proceeded to develop directory standards. The first version of the standard, called X.500, was finalized in October 1988.

X.500 has become the de facto standard in directory technologies, in spite of the fact that, probably, not a single software development company implemented the original standard in its entirety. The standard was so comprehensive that it was difficult to implement in full. So, in the early days of X.500, while many portions of the standard did find its way into the software, it was really just a set of recommendations.

After several improvements and modifications, X.500 has not yielded to competition; quite the opposite, it has become the dominating specification for how directories and directory services should function. The X.500 standard is of particular interest to us because it was used in laying the engineering groundwork for Active Directory.

CERTIFICATION OBJECTIVE 1.03
Overview of X.500

In basic terms, the purpose of X.500 was to standardize the following components of a directory:
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The Fundamental Structure Model

The less traditional fundamental structure of a directory is perhaps the single characteristic that makes it so different from its relational and object database peers.

You have already been introduced to the units of information stored in groups, referred to as an object. Object definitions in the directory can be anything they need to be—correlating to existing objects in the real world, or not. Objects in the directory can describe cars and any other physical objects, or abstractions such as mathematical expressions and formulas.

Attributes and values of an object are used to describe properties of that object. An attribute without a value has no significance, and vice versa.

Each entry—a unit of data in the directory—is a set of attribute/value pairs, describing one particular instance of the object type. One user account is represented by one object, which has attributes and values, which in turn describe the user.

The directory information base (DIB) is the structure of the database, used to store entries. It follows a hierarchical model, similar to that of a tree, and hence is sometimes referred to as the directory information tree (DIT). Each DIB node represents a directory entry. Like other hierarchical databases, the DIT is usually presented as an upside-down tree. The top of the tree, where all other entries stem from, is called the root.

A distinguished name (DN) is a unique identifier and hence a unique reference to an entry. DNs can be relative or absolute, referring to their uniqueness within their own branch or the entire tree, respectively. The absolute DN uniquely defines an object in the context of the entire directory, and when you see references to a distinguished name, you can usually assume the absolute DN unless stated otherwise. The DN of each entry is constructed as a listing of all nodes beginning from the root to the entry in question (the absolute DN).

Some examples of objects, attributes, and values are presented in Table 1-1.

All of the objects within the tree, designed in compliance with X.500 standard, must be grouped into a category or entity that initially serves as the root. The root entity may be subdivided into several units, called organizational units (OUs), which may be further subdivided into third-level OUs, fourth-level OUs, and so on. Note that the greater the number of levels, the more negative the impact on performance. Each of the second-level OUs is sometimes referred to as a subtree. OUs often contain objects of the same or different types; hence, OUs are also called containers.

TABLE 1-1 Sample User and Computer Objects (Directory Entries)



	Object

	Attribute

	Value




	User Administrator

	Account Name

	Administrator




	 

	SecurityID

	S-1-5-21-1275210071




	 

	First Name

	John




	 

	Last Name

	Doe




	 

	Date Created

	May 05, 2008




	Computer Rockstar

	Computer Name

	Rockstar




	 

	DNS name

	rockstar.flexecom.local




	 

	Operating System

	Windows Vista




	 

	Service Pack

	0





Containers are structural units of the directory that help organize objects; they are not actual objects.

Each object in the tree must have its container, and in order to describe the relationship between nodes, that container is called the parent in respect to the object, and the object is referred to as a child in respect to the container (its parent).

Distinguished Names

Let's revisit distinguished names for a moment. DNs are defined as a list of all nodes from the root to the node in question. Well, all those nodes in between have to be containers, for one object cannot contain another object (although it may reference another object in one of its attributes). As shown in Figure 1-1, CN=Administrator, OU=Technology, O=Flexecom, C=US is a reference to object Administrator, which is located in the Technology subtree of our organization. OU=Technology in this example is the top of the Technology subtree. If we had further subdivisions of the Technology unit, our record would look similar to CN=Administrator, OU=Santa Barbara, OU=Technology, O=Flexecom, C=US.

We also need to differentiate between absolute DNs and relative distinguished names (RDNs). The difference between the two lies in how uniquely they define the object in the context of the root. Absolute distinguished names, as we have already established, are unique directory-wide references. RDNs are unique only to the container of the object; an example of an RDN is a common name (CN) portion of a sample DN (as shown in Figure 1-1).

FIGURE 1-1 Distinguished name example
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For purposes of performing read/write/delete and search operations, you do not really need to use absolute DNs. Relative DNs are accepted as well, although in that case you are limiting the context of these operations. This can be useful in the case of read/write/delete operations, but it may or may not be a good thing when you are searching for something. User Administrator from OU=San Francisco, OU=Technology will not match your query for all accounts named “Administrator” if the context of your search is limited to OU=Santa Barbara. At the same time, if you only need to find matching objects from a specific area of the directory, limiting the context of the search will save you time. In this case, you would need to submit the DN of a container you wish to use as a context root with your search. This is shown in Figure 1-2.

Whether or not it is possible to have two accounts with the same name depends on the design and implementation of your directory. Traditionally, you are allowed to have more than one object with the same name, providing that these objects do not reside in the same container. (Otherwise, it would be impossible to construct a unique absolute DN, which violates the definition of DNs.) Objects can have identical common name (CN) portions in their absolute DNs. Objects with the same name in different containers have unique absolute DNs.

FIGURE 1-2 Selecting a subtree as a search context
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Do not confuse object names (used in constructing a DN) and unique object identifiers (OIDs, the serial number of an object). In the context of Active Directory, you are allowed to have only one unique login name per domain. For example, you cannot have an administrator@flexecom.com user account in the Santa Barbara OU and in the San Francisco OU at the same time. These OUs would have to be in different domains and carry different UPN suffixes. (This topic is covered in greater detail in Chapter 3.)

Given all the definitions just covered, we can now conclude that a directory is based on a hierarchical, object-oriented database. The smallest unit of data is a pair consisting of an attribute and its corresponding value, clusters of which define an object.

Example: Distinguished Name Consider a randomly chosen individual who has a corresponding user account object defined in the directory. His exact location in the structure of the organization can be described using an absolute distinguished name. Beginning with the common name, which must be unique within its container, we add the names of object and container nodes until we reach the top of the organization tree. However, that is not the root of the X.500 directory; we continue by adding a country abbreviation. The level that follows the two-letter country abbreviation to the right of the DN is the root of the directory (refer back to Figure 1-1).

Directory operations are specific to the context. If your directory search client defaults to the root of the organization and you run a search for all user accounts that contain the string value “Natasha” in the “First Name” attribute, the search will return references to all matching user accounts in the entire organization. It may also take some time to run, depending on the number of objects and OU levels in the structure. On the other hand, you can narrow the scope of the search by specifying a certain subtree you might be interested in (this includes all subcontainers beginning with the container you set as the context root) or even a certain container (this does not include any of the subcontainers regardless of where in the structure the search is conducted). Specific search options are subject to client implementation and need not be similar in different directory systems.

Directory Schema

Now that we have the long view of the directory structure, let's take another look at individual components of the structure.

As already stated, an object class is a template for objects of the same type that contain no end-user data. It is a skeleton that defines what properties each object type has, how many properties an instance of the object should have, which properties are mandatory, and which ones are optional. When we define a new object type in the system, we must describe it to the system. Picture a bowl of oranges—those are instances of an object class “orange”; in other words, actual objects created from an “orange” template. User class and user account objects are no different from oranges in this example.

Then we have attribute types. Our oranges have many attributes and corresponding values associated with the orange class; they fully describe the object. However, in certain cases, values aren't predictable or even constant. For instance, oranges are probably not very orange in the early stages and also when they are rotten, so the “color” attribute in this case may not be constant, but it has no more than three or four probable values that we want to allow. Note that our oranges cannot be transparent and must have some color, so the “color” attribute is not optional. By the same token, blue or gray oranges do not make a lot of sense, so those values are not an option. Also note that we may have two colors present at the same time, so we want to construct this attribute to respect that fact.

Attribute types also describe which actions we should be able to perform on the values. Getting back to our example, in simple terms, we have no control of the natural color of oranges. We could probably paint them burgundy, but it would not change their natural color, so that attribute is likely to be read-only.

A schema is the entire collection of all object classes and attributes in the directory. The schema effectively defines what objects can be physically stored in the directory. Modern directories must provide some flexibility here; Active Directory in Windows Server 2008 allows extending schemas. So, if we wanted to store user information that does not fit into any standard user class attributes, which are shipped with Windows Server 2008, we may want to create an auxiliary class, tack the new attributes onto it, and then associate this new auxiliary class with the standard user class. This essentially would have instructed Active Directory that the standard user class may now have additional attributes. There are other schema extension methods, but generally it is thought that the Active Directory schema is sufficient to a vast majority of companies in its standard version, and the only time when it may be necessary to extend it would be during deployment of a new AD-integrated application, such as Microsoft Exchange Server 2007. Typically Microsoft advises caution when describing manual or custom schema extension methods, as it is very difficult to completely undo these modifications, and the risk of causing a major structural problem does exist.

If two objects have the same properties, they belong to the same class. Each object must have at least one class associated with it. Associations between structural elements are depicted in Figure 1-3.

The Security Model

At first glance, the security model in X.500 seems fairly simple. It is based on the two main access control mechanisms discussed earlier in the chapter: authentication and authorization. X.500 refers to these two mechanisms as the access control scheme

FIGURE 1-3 Structural elements of a schema
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(ACS). In practical implementations, though, this simple scheme is not so simple. It includes, but is not limited to, the following areas:

[image: Image] Access control specific administrative area

[image: Image] Access control inner administrative area

[image: Image] Directory access control domains

[image: Image] Autonomous administrative area

Modern implementations of the standard tend to support this general approach, but they all seem to have their own way of handling the details. For the purpose of our discussion, we will concentrate on the autonomous administrative area (AAA), since it is common to all implementations.

In simple terms, AAA is a concept that allows delegating certain portions of directory trees—such as OUs—to different administrators. It would be difficult to overstate the value this brings to directories. For example, say that you work for a midsize-to-large corporation, and each geographical division has its own IT department and IT personnel. These departments are fairly autonomous, yet they manage one directory that is the backbone of the entire infrastructure.

It may simply be impossible for one person (or even department) to manage hundreds, if not hundreds of thousands, of directory objects, and field help desk calls from geographically dispersed production departments. Obviously, these departments must be able to take care of password resets and user account configuration in their jurisdiction, while people from the corporate HQ IT department oversee the backbone itself from a central location. Planning new containers and managing common schemas are tasks that come to mind for those folks. Delegation is perhaps the only feasible and cost-effective solution in this case.

From the technical perspective, delegation is defined at the administrative unit level, such as through containers and subtrees. Delegated authority begins where it is defined and spans all the child containers and leaf objects of the tree, unless there is another AAA, demarcated by one of the lower-level containers.

AAA is a real asset when it comes to merging previously disparate IT infrastructures of merging or acquired companies. Two existing AAAs are simply migrated into one tree, while existing IT departments retain control of their territory. Again, if that is in the best interests of the company, two AAAs may be merged into one. It is a matter of company policy at this point, not technical feasibility.

The Distributed Model

The distributed model portion of the X.500 standard describes the rules and algorithms necessary to make directory clients independent of the distributed nature of the directory itself. In all likelihood, companies will need a lot more than one directory server for scalability, load balancing, and fault tolerance reasons. (Remember from the beginning of the chapter, one of the reasons for creating a directory was information overload; massive amounts of data are waiting to be stored somewhere.)

Clients need not pay attention to “which server they are tuned to”; they should have seamless access to the entire data store. Furthermore, users do not even need to be aware of the technical implementation of their environment; all they want is to get their e-mail on time and print documents without delay.

The distributed model essentially makes all of the resources available to users with as little as one directory server being accessible at a time.

Directory System Agent (DSA)

Each server in the group of directory servers runs specialized software that maintains the directory on the local server. Besides providing its own database to network users, each server also has a directory system agent (DSA) running in addition to the directory itself. Although X.500 does not describe the specifics of how DSAs should be implemented, they have plenty of responsibilities; the core responsibilities that are relevant to our discussion are covered here.

Each of the servers running directory software serves its own DITs to network users and applications, and end users access those local DITs on a regular basis. Now suppose these previously disparate DITs are united into a single logical resource network. Users of the system will not reap the benefits of a single resource network until each directory server learns about other directory servers in the neighborhood and, more importantly, until they learn to understand the information in previously isolated DITs.

That is precisely the purpose of DSAs. Once DSAs are configured, end users will be able to access any resource from any DIT in a transparent fashion while using the same server their systems were configured to use, providing that it is part of the united resource network. They do not need to know which directory server they are connected to and which DIT has the resource they are about to use; it will be made available as if it were stored in a local DIT.

The physical location of the resource may actually matter. Imagine the frustration of submitting your lengthy print job to a printer queue located in a company office in a neighboring country. Of course, even in the case of an error like this, users still do not care about which directory server provided printer queue information. As long as all of them are able to access the same set of resources, all they have to do is be careful about physical locations of those resources. (When I say “able to access” in the context of DSA, I'm referring to security controls that may exist.)

DSA implements this functionality using chaining and referrals. When a user requests a resource, the directory server that services the request checks it against its own local DIT first (local in respect to the user). If it is determined that the server has no information about the resource in question, the request is passed on to a neighboring directory server. The neighboring server checks the requested resource in its own DIT, which is remote with respect to the user, and the process repeats. It goes on until one of the servers locates the requested information. At that point, it is passed back to the requesting entity in exactly the opposite direction, using the same path, until it reaches the client. This method is called chaining.

Referrals serve a similar purpose in a different way: in the process of establishing which remote server has the information requested by the user, some servers may already know of another server that has that information. So instead of continuing to follow a chain of requests, the process may skip a server or two and cut directly to the remote server that has the information. This saves quite a bit of time, especially in large directory implementations supporting a vast amount of data on many servers. The Directory System Protocol (DSP) is a high-level communication protocol used between the DSAs in X.500.

Directory User Agent (DUA)

X.500 also has provisions for the user portion of the directory service—in other words for a directory client. The purpose of the directory user agent (DUA) specification is to provide a simple and convenient user interface that allows interaction between the user and one of the DSAs. As described earlier, this can be a GUI-based or command-line application, but it can also be a set of the programming libraries that other developers could use to incorporate DUA functionality into their applications. DUAs and DSAs communicate with each other using the Directory Access Protocol (DAP). See the section “Access Protocols” later in the chapter for a more detailed discussion of protocols.

Data Replication

Replication is a process of synchronization of the additions, changes, and deletions made to data in two or more data repositories. X.500 recommends implementing a single master replication model, in which one directory server is designated as the master, its DIT becomes a master copy of the directory database, and the rest of the servers in the infrastructure synchronize their changes with the master copy. The X.500 standard does not specify the sequence of replications that have to take place before the DIT information is considered synchronized. It likewise provides no recommendations for what a delay between synchronization cycles should be. Consequently, directory solution vendors make their own judgments in regard to what these should be. The standard describes such a replication model as a “weak consistency of the data” scheme.

Synchronized copies of the master repository, which are located on other directory servers participating in the scheme, are called replicas. Replicas are read-only copies of the directory. Thus, a user request can be serviced by the closest replica. If the user decides to make changes to an object served from the replica, the changes will be written to the only read/write copy of the repository—the master copy. Through the natural course of replication, this updated information will eventually find its way to every replica maintained by directory servers.

X.500 requires that users be given the ability to look up information directly on the master server. This may be handy at times when you suspect that the information served by the replica is out of date. Directory vendors should, in theory, respect this requirement.

Access Protocols

As noted in the discussion of the directory user agent, DAP (the Directory Access Protocol) is a communication protocol used between DUAs and DSAs. DAP is a connection-oriented protocol, which means that parties have to agree on certain parameters before initiating data communications. If both parties accept requirements set forth by either of the participants, a communication session will go through. Parties can negotiate network addressing and communication protocol parameters, security information, transfer speeds, and other pertinent information.

Once the connection has been established, the client side submits formulated requests, such as the Read operation, Search operation, Compare operation, AddEntry operation, RemoveEntry operation, ModifyDN operation, and some others. After the session is over, the connection is closed.

The DAP specification in the context of X.500 describes all possible communication error states. Connection error messages are delivered to the initiating party. This is good news for both users and developers. The user camp benefits from knowing when they specify a nonexistent resource. The developer camp benefits by having access to error information, which can further be used to eliminate or contain conditions that cause errors.

DAP respects the OSI networking model. The Lightweight Directory Access Protocol (LDAP), which is a revision of the DAP, is covered in the following sections.

Lightweight Directory Access Protocol (LDAP)

The LDAP directory service is a simplified version of its X.500 counterpart, DAP. X.500 defines the directory structure, as well as the DAP protocol, which is used to access the directory. DAP turned out to be a complicated protocol, which was not feasible to implement in TCP/IP networks. People at the University of Michigan first developed, and IETF later standardized, the answer to the problem—LDAP—which enabled Internet users to work with the data stored in X.500 directories.

The LDAPv1 standard emerged and was described in RFC 1487. LDAPv1, the first revision of LDAP, introduced the LDAP client entity and the LDAP gateway entity, which were used as communication middlemen between TCP/IP LDAP clients and DAP X.500 directories. Soon after, LDAPv2 came along (RFC 1777 and others). LDAPv1 assumes interoperability between X.500 directories and TCP/IP-based clients, but LDAPv2 introduces the capability of adding autonomous LDAPv2 directories (autonomous in respect to X.500 directories) as well as the LDAP server.

These days, we no longer rely on the first two revisions of the LDAP standard. LDAPv3, described in RFC 2251 and some others, is the standard of choice for modern directory systems based on TCP/IP. It eliminates many shortcomings of its predecessors, transforming an otherwise great theory into a practical instrument for building distributed information systems. LDAPv3 allows extending the directory schema, which, as discussed earlier in the chapter, is of great importance. It makes it possible to modify existing object classes and introduce new object classes to the system.

Since the LDAP standard is really a subentity of a wider X.500 standard, I will not spend much time describing it, but only cover a few key areas and improvements.

LDAP Functionality Functional operations supported by LDAP directory services are based on client-server architecture; they provide mechanisms for establishing client-server connections, authenticating clients, performing searches and modifications of directory objects, and ending connections.

A set of LDAP utilities can be used with any LDAP directory regardless of the server operating system, and each vendor of LDAP directories provides some of those tools, such as ldapsearch, ldapmodif. These tools can be used manually or in automated scripts to search for specific information in the distributed environment. In addition to utilities, there are some LDAP browsers on the market, which provide visual representation and navigation of the LDAP structure and data, as well as other, more traditional functions such as search and modification.

The ability to access LDAP servers and data through a regular web browser using URL references is yet another improvement, or rather innovation, introduced with LDAPv3. This is described in RFC 1959. A new prefix was introduced to URL-formatted references, ldap://. The latest versions of Microsoft Internet Explorer fully support LDAP URLs and extend the classical functionality of a web browser by making it possible to search distributed directories.

LDAP Schema The directory schema consists of object class definitions. New classes are described using a class name and a set of attributes and acceptable values that are inherited by objects of this class. For each object class you can also define one or more parent classes, definitions of which will be inherited. All attributes defined as mandatory for the parent class are likewise inherited by the child class, as mandatory. The same holds true for optional attribute inheritance.

Another improvement of the LDAP schema deals with the way object classes are defined. In X.500, you need to describe all of the properties of objects in the class, and also define value constraints for those attributes in the class. In LDAP, the process is somewhat different. Instead of defining attributes in the class, you define attributes separately as part of the schema, unrelated to object classes. When you later build object classes, you establish class attributes based on this set of attributes that is kicking around in the schema. This ensures that you do not create new class attributes with the same names, which may end up having different value types and constraints. This makes the whole development and support process a bit easier and more consistent.

Extending schemas is a fairly straightforward operation. One example that comes to mind is Microsoft Active Directory 2000 and Microsoft Exchange 2000. When you install the first instance of the Exchange service in your directory, you must first extend its schema to support new types of objects introduced with Exchange, as well as extend existing user object classes to support Exchange-specific attributes, such as multiple e-mail addresses and mail delivery rules and restrictions.

A problem arises when you have distributed, heterogeneous environments—how do you synchronize or manage objects of the same class that have different sets of attributes? LDAPv2 did not address this problem due to the assumption that it was not an independent system, but rather a middleman between clients and X.500. LDAPv3 provides a universal solution to this issue: it employs subschemas. This allows publication and exchange of schema information between LDAP servers, and before any synchronization can take place between any two LDAP servers that are part of the same directory, they must exchange schemas first.

Security Improvements One of the most important improvements introduced with LDAP is support for more secure authentication mechanisms, most of which are also industry standards. The LDAP standard specification allows using the popular Secure Sockets Layer (SSL) as well as Simple Authentication and Security Layer (SASL) mechanisms. SSL can be used to secure plain-text passwords inherent to LDAP. It is also a viable alternative to third-party centralized authentication systems, such as Kerberos (although it is more of a standard these days), if there is a need to replace such systems.

CERTIFICATION OBJECTIVE 1.04
Windows Implementations of Directory Services

Microsoft implemented directory services based on X.500 and LDAP standards in Windows 2000 Active Directory. Major competitors were already introducing second or even third generations of their directory services at the time. Nevertheless, it is safe to say that Microsoft found itself among the leaders in the directory space in a short time, also introducing a series of products ranging from “directory aware” to “directory is required.” Active Directory since became the foundation for pretty much every single organization that runs a Microsoft Windows network. It is the backbone for all authentication, management, and application needs and in most cases is the first server-side effort in building an enterprise IT system, following right after the physical and logical LAN/WAN design and implementation.

Recall that application and directory integration is one of the reasons directories were developed some 20 years ago. Industry experts argue that Microsoft is one of the very few companies that, in fact, achieved this objective successfully. Whatever side you decide to take, Active Directory has been around since Windows 2000, and with the latest improvements, security benefits, and performance features of Windows Server 2008, it is not going away any time soon.

Early Competitors

Many companies attempted their own directory implementations for commercial use after X.500 was finalized. Predictably, these first versions did not win much popularity. This was partly due to lack of user acceptance—developers saw an opportunity that companies were slow to acknowledge and even slower to spend resources on implementing. Developers argued that it was similar to a telephone directory, containing a large amount of very specific information, and that they were facilitating access to that information.

Novell introduced its own version of directory services in 1993. NetWare Directory Services (NDS) was first used to store NetWare-specific information. Later on, Novell extended NDS functionality to apply to many other enterprise resources, and so they renamed NDS to Novell Directory Services (likewise NDS) in 1996. NDS developers successfully implemented a centralized authentication system dubbed single sign-on (SSO). SSO enabled users to access any network resource while having to supply their authentication information only once, as the name implies.

It was not long after that Microsoft realized the full potential of directory services. Microsoft and Novell were fierce competitors in the network operating systems (NOS) arena right around the same time, fielding Windows NT and NetWare, respectively. Microsoft first moved to provide an add-on directory for Windows NT, released in a resource kit. Novell was gaining ground as a result of Microsoft's patchwork approach and was claiming as recently as 1998 that they managed the Windows NT environment better than Microsoft themselves (referring to Windows NT client and server integration into networks managed by NDS). Corporations were rolling out NetWare en masse.

Microsoft had to come up with something more credible, like a version of directory services that is at the core of a network operating system, with everything else designed either around it or, at the minimum, to work with it. In 2000, Microsoft shipped its first code of Windows 2000, the next-generation enterprise operating system built on Windows NT. Active Directory became what it now is—a core network service.

Windows 2000 and Active Directory

This book, of course, is about Active Directory configuration and administration with Windows Server 2008. However, a lot of what is true about Windows 2000 Active Directory is still true about Windows Server 2003 Active Directory and continues to hold true well into Windows Server 2008. Let's quickly review AD in Windows 2000 and Windows Server 2003, to see how this technology developed over time and why it became so indispensable.

Active Directory is a vehicle for storage and retrieval of information in a distributed environment that has its own security mechanisms. There is no distinction between users and applications in terms of who can access AD resources and how they are allowed to access them (subject to security settings).

AD is used in Windows 2000 in many different ways. Operating systems store user accounts and refer to the directory during authentication. Exchange servers store address book objects, configuration settings, user mailbox information, and digital certificates in the directory. DCOM applications use the directory to locate remote objects and applications. In other words, AD is the underlying system that has opened up many interoperability scenarios in the Windows world and beyond.

It can be said that one of the main benefits of standardized directories is that they simplify integration of heterogeneous environments. Information stored in the AD can be used by applications that have their own directories, such as Lotus Notes. Likewise, AD can import NDS objects, and vice versa, allowing easy migration and coexistence of the two directories. UNIX/Linux systems can likewise interact with Active Directory, since it is based on industry-standard LDAP and Kerberos directory and authentication protocols, which we will review later.

Windows 2000 AD supported X.500 and LDAP naming standards, as well as LDAP URL requests and the more familiar Universal Naming Convention (UNC) references. Perhaps the strongest feature of Active Directory is the much improved manageability and security that it enables. These are the main benefits of using AD:

[image: Image] Single logon (SSO) Users have to authenticate only once. Successful authentication grants access to all system resources, regardless of their location in a distributed environment.

[image: Image] Global catalog (GC) Global catalogs store a limited set of attributes for all objects in the entire directory. They respond to search requests by returning LDAP references to real locations of objects. Administrators can control which attributes to make available to the GC, and therefore control which attributes can be used in searches. The GC optimizes query times by reducing the number of chained requests.

[image: Image] Lowered TCO through centralized administration AD is perhaps the first viable solution to centralizing administrative control in the Windows world.

[image: Image] Delegated administrative authority It follows from the preceding point that if it is possible to centralize administrative control, it should be a lot easier to control and manage delegation of administrative authority.

[image: Image] IntelliMirror This technology makes it possible for data to follow users, wherever they go. It spans features such as Remote Installation Services (RIS), roaming user profiles, automated software rollout and management, and offline folders and synchronization. To end users, this means their data is available regardless of which workstation they use, and sometimes even regardless of whether they are currently connected to the network. In Windows 2008 Remote Installation Services (RIS) are superseded by Windows Deployment Services (WDS).

[image: Image] Automated software rollout and management Administrators can assign applications either to computers or users, and let Windows do the rest.

[image: Image] Multimaster replication Active Directory implements a multimaster replication model, allowing simultaneous modifications of objects on more than one directory server.

[image: Image] Group policies Group policies are security and configuration templates that can be linked to sites, domains, or OU containers. They allow tighter control of what users are allowed to do and how their computers should behave in a distributed environment.

[image: Image] Security Active Directory implements ACLs not only on the resource (object) level but also on the object attribute level. This allows more flexible control of which information should be made available to users. AD uses industry-standard authentication mechanisms such as Kerberos, SSL, smart cards, and PKI/X.509 digital certificates.

[image: Image] DNS integration Active Directory uses DNS for its namespace, services location, and resource reference needs. Integration of the two systems makes the best use of resources, since users are already somewhat familiar with DNS name formats and administrators have fewer namespaces to plan, deploy, and support. The fact that DNS is the industry-standard naming system only adds more weight to the argument.

[image: Image] Scalability Active Directory provides adequate response times serving millions of objects. Forests, trees, domains, and OUs allow segmentation of network resources and also directory schemas, which translates into a theoretical possibility of building distributed systems of virtually unlimited size.

[image: Image] Schema extensibility Administrators can easily extend existing object classes and add new classes to Active Directory. This works great for new, directory-integrated applications that are written to take full advantage of the fact.

[image: Image] Active Directory Service Interfaces (ADSI) Active Directory provides an easy way to access its resources through APIs. Custom administrative scripts are easily written to take full advantage of the time- and cost-saving features of AD from the IT management perspective. Custom applications can be easily written to look up or modify data in AD.

Windows Server 2003 Active Directory

While many improvements and features were worth the wait, in many respects the difference between Active Directory 2000 and 2003 may be best described as evolution, not revolution. Windows Server 2003 improves Active Directory in four different categories of the product: interoperability, manageability, security, and performance. What follows is a brief look at AD 2003.

Interoperability

The main interoperability gains are achieved by overall improvements in the area of API and GUI interfaces. AD 2003 supports new industry-standard object classes out of the box; it adds service integration with Passport; it implements broader support for newer industry standards such as XML; and it delivers an enhanced Active Directory Migration Tool (ADMT v2).

Manageability

Manageability gains come from improvements in Windows Management Instrumentation (WMI) and more mature scripting support. AD in Windows Server 2003 has a revised replication topology generation and now allows directory replicas to be inserted from media, as opposed to waiting for replication cycles. AD further improves management by introducing application partitions. For the first time, administrators can control replication and availability of certain portions of AD data on directory servers of choice. New MMC-based consoles have also been written and are available out of the box.

Security

AD in Windows Server 2003 introduced new types of previously unavailable forest trusts. Among other new features, authentication request routing, cross-forest and selective authentication, and credential management features stand out. Less fundamental but still apparent improvements are present in security management tools and controls, and new wizards were shipped as well. Microsoft subsequently released Windows Server 2003 Security Guide, a comprehensive set of whitepapers and tools that document security features of this platform in great detail. To cement its leading position in directory space, the focus was clearly shifting from manageability and feature sets to creating and maintaining a highly secure platform.

Performance

Perhaps the single biggest advantage of Windows Server 2003 technology is its support for 64-bit computing. The 64-bit platform is here and is now a commodity. Several improvements in the amount of control administrators have over the AD replication process also have performance implications. For example, administrators will be able to suppress inter-site replication compression, reducing the CPU use on domain controllers at the expense of bandwidth use. Windows Server 2003 and AD had better support for clustered nodes, and a new cluster computer object class was introduced.

Windows Server 2003 R2

Between Windows Server 2003 Service Pack 1 and Service Pack 2, Microsoft announced and subsequently released another version of Windows Server 2003: R2. R2 delivered a new set of tools and features, aimed primarily at branch offices. Around the same time Microsoft announced BOIS, or Branch Office Infrastructure Solution, with R2 being the essential component. As WANs become more stable, more affordable, and more available, companies realized the cost advantages of centralizing datacenters. Microsoft offered BOIS as the answer to WAN lag and sporadic outages; in BOIS, remote offices get their local “accelerated” services, such as files, print, authentication, and Internet access. These accelerated services are replicas of subsets of information from the central data centers, and therefore they are expendable. In other words, they don't need to be backed up. The focus shifted to better content management and replication technologies. As a result, R2 delivered a re-engineered and much improved Distributed File System (DFS), along with several tools that provided reporting, content filtering, and better management of printers and file servers.

Overall, R2 was not advertised as something completely brand new. In terms of Active Directory, R2 required an update to existing Windows Server 2003 deployments (“schema updates,” to be reviewed later in this book). R2 also introduced ADFS, or Active Directory Federation Services. ADFS is now part of Windows Server 2008 Active Directory services and will be covered on the exam.

Windows Server 2008 Active Directory

All things must pass, and while Windows Server 2003 R2 will most likely remain a platform of choice for many companies for a few years, conversion to Windows Server 2008 is imminent.

As mentioned earlier in this chapter, Windows Server 2008 Active Directory is now offered as Domain Services (AD DS), Federation Services (AD FS), Lightweight Directory Services (AD LDS), Rights Management Services (AD RMS), and Certificate Services (AD CA). You should expect all flavors of directory services to be covered in this exam, and we will review them later in this book. For the purposes of introducing the core AD DS component that still forms the backbone of our enterprise, its newest features are mentioned in the next section.

Active Directory Domain Services (AD DS)

Active Directory Domain Services is the new name of Active Directory. When we refer to domains and forests, and to plain old user authentication and object management, unless we say otherwise, we mean AD DS, or simply DS. AD DS delivers a set of new features, some of them really exciting, as follows:

[image: Image] RODC, or read-only domain controllers Windows NT 4.0 administrators will remember the role of BDC on our networks. RODC is somewhat similar, and its purpose is to deliver cached copies of AD DS information to remote locations. Unfortunately, remote locations often mean insecure server deployments, and security-conscious administrators out there will appreciate the value of this long-forgotten approach. A key new differentiator of RODC is that we now can control whether password hashes should be replicated to RODCs, whereas with BDC you were getting a full read-only copy of a SAM database. RODC can be configured in a way that limits exposure to risks associated with data and hardware theft in remote or insecure locations, such as satellite offices and demilitarized network zones. If an AD DS database is compromised on an RODC, it may not be possible to extract password hashes. Password hashes may be deciphered quickly using precomputed hash lookup tables, also known as rainbow tables.

[image: Image] Fine-Grained Password Policies In Windows Server 2003 R2 and earlier, password policies could apply only at the domain level. That was part of the reason it was first recommended to think of domains as security boundaries. If you had a department within the company that required more secure or more complex passwords, you would need to deploy a new set of domain controllers and a separate domain for that department. In Windows Server 2008, this is no longer necessary, as we can now assign password policies at the domain level, at the security group level, or at the specific user account level.

[image: Image] Server roles With Windows Server 2008 comes a familiar concept that is now taken to another level. Microsoft takes a security-conscious stance of only installing the absolute minimum set of required components necessary to run the server. If you wish to configure additional services, such as DNS or Active Directory, you will need to add appropriate server roles first, which, bluntly put, will add relevant binaries to the OS. Only then will administrators be able to locate familiar tools and perform DS services installation and configuration. The relevant steps will be covered in later chapters.

[image: Image] Directory Mounting Tool Windows Server 2008, not surprisingly, delivers a better set of management tools. One of the interesting advances is the Directory Mounting tool, which allows administrators to literally mount another version of DS database and look at its content, without causing any downtime or interfering with domain services.

[image: Image] Restartable Directory Services Windows Server 2008 features a restartable AD DS service, which basically removes the need to reboot domain controllers several times during recoveries. Administrators familiar with previous versions of Active Directory may recall that it was necessary to reboot AD domain controller into DSRM mode (Directory Services Restore mode) in order to perform Active Directory database restores. This will no longer be necessary, as AD DS can be restarted without physical server reboots.

[image: Image] Improved auditing Windows Server 2008 delivers a greatly improved auditing system, which now keeps track of modifications, capturing the old value and the new value. So, if a new object is created, AD DS will log the object's attributes. If one attribute changes, AD DS will log the old value and the new value. While there were third-party tools that allowed administrators to compare object states and figure out the changes in previous versions of Active Directory, this new feature will most certainly make security management more transparent and more easily attainable.

As we progress through the next few chapters, these new features will be revisited in greater depth.

CERTIFICATION SUMMARY

This introductory chapter provided an overview of what we mean when we say “directory.” Professionals new to Active Directory will find it most helpful; however, experienced professionals may also find it worthwhile to review the underlying concepts of what makes software a directory.

Defining precisely what makes software a directory is no trivial task, except we know that some common features and characteristics must exist in all directories. Directories allow locating and accessing resources in a way that is transparent to the end user. Users do not have to know or care which server has the resource they are looking for, nor do they need to know how the search and access processes work. All they have to do in order to be granted some form of access is to authenticate to the directory. Once authentication succeeds, the directory will ensure that ACLs on individual resources are honored, and users who are not explicitly authorized to use the resources will not be able to access them. Companies implement directory services to provide better resource and security management, both of which become a significant problem as a company becomes bigger and more geographically decentralized.

X.500 is the single most important standard that serves as a blueprint for many implementations of directories, including Active Directory. The standard further suggests that there is no simple definition of a directory. Several companies have commercial directory products that implement most of the suggestions made by the standard; however, some deviations exist.

Not surprisingly, Microsoft incorporated many of the existing directory standards in its implementation of directory services, some of which date back as far as the 1980s. Industry standards benefit both consumers and developers, and the longer the standard has been out there, generally, the more mature it is.

Eventually, LDAP transformed the previously unfeasible elements of X.500 into something more easily attainable. The first version of LDAP was purely a modification of access to existing X.500 legacy systems. By the time LDAPv3 was introduced, it had become apparent that to make it a serious commercial project, developers needed a way to create directories for the TCP/IP network protocol environment. LDAP introduced that possibility, along with numerous improvements to, and modifications of, X.500. Over time, LDAP was transformed from being a gateway service to X.500 into something completely independent of the legacy system.

The last part of this chapter described what Microsoft did in earlier implementations of directory services in its flagship Windows product and how it eventually became a leader in the directory marketplace. A review of Windows 2000 and Windows Server 2003 / R2 Active Directory covered the main features of the directory, which are still around in Windows Server 2008 Active Directory. Windows Server 2008 includes a new set of interesting Active Directory features, which are not quite revolutionary but will certainly address a few drawbacks found in previous implementations. The new version introduces security, performance, management, and interoperability enhancements that were not available previously. Things are getting faster, more reliable, significantly more secure, and easier to use.

[image: Image] TWO-MINUTE DRILL

Definition of a Directory and Directory Services

[image: Image] There is no single, unambiguous definition of directory.

[image: Image] Most of us think of a directory as something that can store and search data, and authenticate and authorize users.

[image: Image] Authentication is the process that establishes user identity.

[image: Image] Authorization is the process that controls access to resources.

[image: Image] An ACL is a listing of permissions defined on each individual resource.

[image: Image] Reasons to implement directories include ease of locating resources, ease of management, and access control.

[image: Image] A directory is a building block of every large or global enterprise or any environment that is distributed in nature.

Directory Standards

[image: Image] Industry needs standards to foster growth and user acceptance.

[image: Image] X.500 was formulated in the early days of directories and became a blueprint for many years to come.

Overview of X.500

[image: Image] X.500 deals with the fundamental structure model, security model, distributed model, data replication, and access protocol aspects of directories.

[image: Image] Object instances are collections of properties that represent a unit of data.

[image: Image] Attributes and attribute values define properties of objects.

[image: Image] An entry (same as an object) is a record in a directory database.

[image: Image] A DIB is a structure used to store entries. It is hierarchical and object-oriented in nature.

[image: Image] A DIB is presented in the form of an upside-down tree and is sometimes termed a DIT. It contains three types of nodes: root, containers, and leaf objects.

[image: Image] The root is the beginning of a DIT-like structure.

[image: Image] A container is a unit of the structure that can host other containers and objects.

[image: Image] Leaf objects (same as objects) are units of the structure that cannot host other containers.

[image: Image] The DN is a path that unambiguously refers to the object.

[image: Image] DNs can be absolute or relative. A relative DN is a CN, and it uniquely refers to the object in the context of its container.

[image: Image] A parent-child relationship describes how objects and containers are linked to other containers.

[image: Image] Inheritance is the flow of properties from the upper levels to the lower levels of a DIT.

[image: Image] An OU is a type of container that organizations define in order to subdivide their resources in manageable groups. All OUs are containers; the opposite need not be true.

[image: Image] Subtree is the name for a collection of downstream containers and objects that use another container as a root point of reference, instead of the DIT root itself.

[image: Image] A directory schema is a set of object classes and attributes that describe what objects can be stored in the directory.

[image: Image] An object class is a definition of a particular type of object.

[image: Image] The attribute type describes whether a value must be set for a particular attribute, and also what type of value is permitted.

[image: Image] Schemas can be extended and modified as a company's needs change.

[image: Image] AAA is a term used in X.500 to describe autonomous units of a directory, the administration of which can be delegated.

[image: Image] A DSA's (directory server agent's) function is to be aware of other directory servers.

[image: Image] DSAs use chaining and referrals for directory-wide searches.

[image: Image] A DUA is a user agent, a particular implementation of a directory client.

[image: Image] DAP is a protocol originally defined in X.500 that governs communications between DUAs and DSAs.

[image: Image] Replication is the process of copying directory information to other servers participating in the infrastructure.

[image: Image] A master copy is a database where all modifications are committed.

[image: Image] Single master replication establishes one instance of the master copy.

[image: Image] Replicas are read-only copies of master databases.

[image: Image] LDAP is a simplified and enhanced version of the X.500 DAP protocol that evolved to replace that protocol and adapt it to TCP/IP networks.

[image: Image] Active Directory is Microsoft's version of directory services based on LDAP, and hence, X.500.

Windows Implementations of Directory Services

[image: Image] Windows Server 2008 Active Directory is the third version of the directory from Microsoft.

[image: Image] Significant improvements have been made, but they are evolutionary, not revolutionary.

[image: Image] Major areas of improvement span security, performance, manageability, and interoperability.

[image: Image] Windows Server 2008 changes terminology slightly; AD DS is the new abbreviation for traditional Active Directory services. AD LDS, AD RMS, AD CS, and AD FS are other member services within the Active Directory services family.

[image: Image] RODC stands for read-only domain controller; in attempt to improve security in branch office deployments, Microsoft re-introduces a concept of having a read-only replica of the AD DS database with one-way replication.

[image: Image] Windows Server 2008 AD DS makes it possible to define multiple password policies within the same domain and apply these policies to specific users or groups of users.

[image: Image] The Windows Server 2008 domain controller can be deployed in the core configuration, where no services and no features other than AD DS–specific components are installed on the server.

SELF TEST

The following questions will help you measure your understanding of the material presented in this chapter. Read all the choices carefully because there might be more than one correct answer. Choose all the correct answers for each question.

Definition of a Directory and Directory Services

1. Which of the following properties are common to all directory services implementations? (Choose all that apply.)

A. Store and search user data.

B. Store and search administrator data.

C. Authenticate users.

D. Authorize requests to access resources.

2. A user successfully logs on to the system and proceeds to work on her projects. After a few hours of work she attempts to save her work to a different location on the network but fails. In the directory framework, this is an example of which one of the following issues?

A. Authentication issue

B. Authorization issue

C. Resource access issue

D. Permissions issue

3. A user logs on to his machine locally. He proceeds to work on his projects. After a few hours of work he attempts to save the work to a network location, but whenever he tries to access it, he gets a prompt to enter a username and a password. He tried a few combinations and they did not work, preventing him from saving the work on a network share. In the directory framework, this is an example of which one of the following issues?

A. Authentication issue

B. Authorization issue

C. Resource access issue

D. Permissions issue

4. What is the primary purpose of an ACL?

A. It controls access to resources.

B. It explicitly allows or denies access to a particular resource.

C. It explicitly defines users and their respective access rights to a particular resource.

D. All of the above.

5. Which of the following reasons may be valid “pro” arguments in deciding whether or not to go with directory services? (Choose all that apply.)

A. Keep a better track of resources.

B. Set up a common security context or boundary.

C. Lower the TCO of information systems.

D. Enable highly distributed computing.

Directory Standards

6. X.500 is a standard that first described directory services using which of the following communication protocols? (Choose all that apply.)

A. NetBEUI

B. TCP/IP

C. IPX/SPX

D. DAP

Overview of X.500

7. DIT is an abbreviation used to refer to which of the following? (Choose all that apply.)

A. DIT, directory information tree

B. DIT, directory instance tree

C. DIB, directory information base

D. DIB, directory information bit

8. XYZ Corp. has been growing steadily in the last few years and reached a point where centralized administration of directory resources is no longer practical. An administrator wishes to delegate some authority to manage user account objects to another administrator in a different location. Assuming that they have a flat department-level DIT structure, and speaking in general terms of directory services, what should they do? (Choose all that apply.)

A. Create a separate root and populate it with the objects that need to be delegated.

B. Create a separate subtree and populate it with the objects that need to be delegated.

C. Instruct fellow administrators to use a workstation in their geographical location to administer the objects in their jurisdiction.

D. Delegate necessary administration rights to the person who needs to manage the objects in question.

9. In terms of directory structure units, what would most closely describe a particular color of a vehicle?

A. An attribute of a property

B. A value of an attribute

C. A value of a property

D. An attribute type

10. The object reference CN=Dennis,OU=Consultants,O=Flexecom,C=CA would be an example of which of the following? (Choose all that apply.)

A. Relative distinguished name

B. Relative distinct name

C. Absolute distinguished name

D. Absolute distinct name

11. Protocols and technologies such as SSL and Kerberos would correlate best with which of the following X.500 model?

A. Distributed model

B. Authorization model

C. Authentication model

D. Security model

12. XYZ Corp. has been using LDAP-compliant directory services for quite a while with a certain amount of success. They now wish to implement a directory-integrated e-mailing system, meaning that e-mail address information needs to be stored with existing user objects. Currently, these objects feature no such options. What should XYZ plan on doing prior to installing e-mail software? (Choose all that apply.)

A. Extend the directory schema.

B. Expand the directory schema.

C. Extend the directory DIT structure.

D. They cannot do this with the existing directory.

13. In the context of directory services, AAA stands for which one of the following?

A. Authentication, authorization, and accounting

B. Autonomous administrative areas

C. Autonomous authentication and authorization

D. Administrative area accounting

14. A user account in a directory can be described as which of the following? (Choose all that apply.)

A. Object instance

B. Object class instance

C. Collection of attribute and value pairs

D. Entry in a directory database

15. A user logs on to the system and pulls up a program that, among other things, is a GUI implementation of DUA. She belongs to the Accounting OU in her organization and wants to find a fancy color printer in marketing's offices. Marketing has its own OU container, and the printer resource in question is assigned to the Marketing OU. The default search context is set to the user's home container. She searches but finds no color printers. What should be the first step in trying to troubleshoot this issue?

A. Check if all DSAs are configured properly.

B. Check if replication is working.

C. Try a less specific search context.

D. Try moving the user object to the directory server that has a printer resource.

Windows Implementations of Directory Services

16. Windows Server 2008 introduces which new technologies in Active Directory space? (Choose all that apply.)

A. Read-only domain controllers

B. Fine-grained password policies

C. Detailed auditing

D. Restartable directory service

17. The IntelliMirror set of technologies used in Active Directory allows which of the following functionalities? (Choose all that apply.)

A. Windows Deployment Services (WDS)

B. Automated software rollout and management

C. Offline folder synchronization

D. Roaming profiles

18. Which of the following advantages does the multimaster replication model provide? (Choose all that apply.)

A. It reduces the number of directory servers.

B. It makes LDAP queries faster.

C. It allows more efficient modification of objects.

D. It consumes less network bandwidth.

19. Global catalog servers are integral to the Active Directory environment. In the context of directory terminology and standards, which of the following best describes GC? (Choose all that apply.)

A. It reduces query times, cutting the traditional DSA chaining mechanism.

B. It stores a limited set of object attributes.

C. It minimizes replication traffic.

D. It minimizes query traffic.

20. The ADSI interface in Windows 2000/2003/2008 serves which of the following purposes? (Choose all that apply.)

A. It enables custom directory-aware applications.

B. It enables custom directory administration mechanisms.

C. It promotes integration and interoperability.

D. It honors X.500 directives.

SELF TEST ANSWERS

Definition of a Directory and Directory Services

1. [image: Image] A, B, C, and D. All of the answers describe the use of a typical directory. Note that user data and administrator data carry the same meaning in the context of a directory.

[image: Image] None

2. [image: Image] B. This is a typical authorization issue, which deals with resource access after user identity is established.

[image: Image] A, C, and D. A is incorrect because authentication deals with logon and verification of user identity. While C and D may be correct in principle, they are incorrect in the context of directory terminology.

3. [image: Image] A. The problem is correctly described as an authentication issue. The question is the opposite of question 2.

[image: Image] B, C, and D. B is incorrect because authorization has not kicked in yet due to lack of identity verification. While C and D may be correct in principle, they are incorrect in the context of directory terminology.

4. [image: Image] C. An ACL is responsible for defining who can do what with a particular resource.

[image: Image] A, B, and D. A is incorrect because directory security mechanisms, not the ACL, verify user actions and effectively control access. B is incorrect because user access rights are not limited to allow or deny. D is incorrect because only C is correct.

5. [image: Image] A, B, C, and D. All of the reasons listed are good arguments in support of implementing directory services.

[image: Image] None

Directory Standards

6. [image: Image] D. DAP was initially described as the communication protocol between X.500 directory servers and clients.

[image: Image] A, B, and C. A is incorrect because NetBEUI is a nonroutable protocol that cannot be used in distributed environments. B is incorrect because LDAP introduced TCP/IP to the directory world. C is incorrect because IPX was Novell's proprietary protocol.

Overview of X.500

7. [image: Image] A and C. A and C refer to the same directory structure. DIT is a more specific description because it reflects the fact that DIB is represented as a tree.

[image: Image] B and D. Both B and D are nonexistent terms.

8. [image: Image] B and D. B would be necessary to establish an AAA. D, in turn, would take advantage of the fact and establish delegation.

[image: Image] A and C. A is incorrect because a directory always has only one root. C is incorrect because in a directory environment, physical locations of resources do not matter.

9. [image: Image] B. Working with the given answers, B is best because that is the only combination of attributes and values that together describe properties. In an ideal world, however, we might think of introducing a new object class that would describe color, and then link the two.

[image: Image] A, C, and D. A is incorrect because “properties” is not a directory term, and because properties do not have attributes—properties are attributes paired with values. C is incorrect for a similar reason. D is incorrect because an attribute type defines an attribute itself in the object class, not a particular attribute of an object instance.

10. [image: Image] C. The example is an absolute distinguished name.

[image: Image] A, B, and D. A is incorrect because a relative distinguished name only provides a unique reference within the object's own container; in this case it would be CN=Dennis. B and D are incorrect because they are not directory terms.

11. [image: Image] D. The given security protocol examples are covered in the security model.

[image: Image] A, B, and C. A is incorrect because the distributed model deals with technologies such as DSA and replication, not security. B and C are incorrect because these models do not exist.

12. [image: Image] A. Extending the directory schema is the most appropriate answer—the company needs to modify the user object class to include e-mail address properties.

[image: Image] B, C, and D. B is incorrect because expansion of a schema is not a term. C is incorrect because extending the DIT structure of a directory will not modify the object class in question. D is incorrect because it can be done.

13. [image: Image] B. Autonomous administrative areas correctly describes AAA.

[image: Image] A, C, and D. While these terms may exist in other areas of computing, they do not belong in a directory services discussion.

14. [image: Image] B, C, and D. All correctly describe a user account object.

[image: Image] A. A is incorrect because you cannot have an instance of an instance. One of the definitions of objects is that they are instances of their respective object classes.

15. [image: Image] C. A less specific search will do the trick, unless there is a technical problem with the directory, in which case real-world administrators would have a much bigger problem to deal with.

[image: Image] A, B, and D. A and B are incorrect because while these are plausible actions in theory, they are not the first steps to try. D is incorrect because the physical location of users and resources is irrelevant from a directory's perspective.

Windows Implementations of Directory Services

16. [image: Image] A, B, C, and D. All of listed features are improvements in Windows Server 2008 Active Directory Domain Services.

[image: Image] None

17. [image: Image] A, B, C, and D. All of the choices presented relate to IntelliMirror.

[image: Image] None

18. [image: Image] C. C is correct because the ability to write changes to any of the servers improves response times for administrators and balances the load, resulting in improved performance for users.

[image: Image] A, B, and D. A and B are incorrect because multimaster replication has no effect either on the number of servers required to maintain the infrastructure or on the speed of LDAP queries, at least not in a good way. D is incorrect because any given change still has to find its way through from the server it was committed to, to any given number of directory servers.

19. [image: Image] A, B, and D. A, B, and D correctly describe the role of the global catalog in the Active Directory environment.

[image: Image] C. C is incorrect because global catalog replication can be viewed as duplication of effort in some ways, which at the very minimum will not add to existing Active Directory replication, never mind reducing it. The real need for GC is in its ability to minimize query times and traffic.

20. [image: Image] A, B, C, and D. All of the statements correctly describe the purpose of ADSI.

[image: Image] None
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Overview of Domain Name System (DNS)

CERTIFICATION OBJECTIVES

2.01 Overview of DNS
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Q&A Self Test

This chapter covers DNS-related certification objectives, as well as laying the groundwork necessary to plan and implement a robust Windows Server 2008 Active Directory infrastructure. Microsoft Exam 70-640 tests namespace setup and configuration proficiency. More experienced administrators in the field will recognize that some Active Directory topics are simply synonymous with DNS due to a close integration and dependency between the two. Exam candidates should assume that questions covering DNS will be presented on the exam.

Let's say you log on to your workstation, launch an Internet browser application, and type in the address of your favorite news provider web site. Before the home page starts loading, several domain name system servers, potentially as far as in other countries, will have done the name resolution work required for translating a web site name to its IP address. This IP address is what your browser needs in order to initiate the download and display the home page of the site. Your computer submits a request to a domain name database server by providing the name of the resource, and expects to receive its IP address in response.

Gone are the days when the entire contents of such a database could be stored on a single computer in a single flat “hosts” file, and likewise gone are the days when short and simple domain names were readily available. Domain naming has been transformed from a single, centralized, flat repository into a highly distributed, hierarchical system, where no single server or area of the system is responsible for the system's operation. This hierarchical system has no single point of failure or single organization that everyone depends on. A thorough understanding of the system is imperative to effective troubleshooting and the ability to set up, configure, and customize DNS services for Windows Server 2008.

CERTIFICATION OBJECTIVE 2.01
Overview of DNS

From Chapter 1, we know that large, distributed environments are impossible or at least extremely expensive to manage without directory services. In the early days, DNS was used in a few dozen universities in the United States, but things have changed. These days, it is safe to assume that every corporate network uses some form of DNS resolution. DNS in Windows Server 2008 is effectively a backbone for building Active Directory, acting as a source of addressing information for directory services and clients alike. Some form of interoperability between different DNS systems may need to be configured when the enterprise has connectivity to the Internet; e.g., corporate DNS servers may be configured to resolve names for internal corporate resources as well as external Internet names.

This chapter deals with topics and questions directly related to resource name resolution—what these resource names consist of and why; how to set up a resolution service and enable internal and external users to locate and access services provided by your network; and how to properly configure the system and prepare it for Active Directory implementation. You will see that DNS and the X.500/LDAP directory have a lot in common as far as design and structure are concerned. They feature the same “.” root; then several portions of the domain name, such as a top-level domain “.com” and a second-level domain “flexecom.com”; and finally, familiar leaf objects—hostnames—which together with domain names and the root are termed fully qualified domain names (FQDNs). These elements of the DNS structure map directly to the elements of a typical X.500 directory.

The domain name system is an open standard, defined in more than 100 RFCs, and supported by virtually all makers of software that supports connectivity to the Internet, Microsoft included. In addition to getting ready for Active Directory implementation, which relies heavily upon name resolution provided by the domain name system, you will learn (or review) the concepts of zones—types of zones in Windows Server 2008, the main differences between them, and transfer and replication implications—which, in turn, will make you more adept at planning and implementing larger-scale DNS systems, that may involve other vendors and systems such as UNIX.

The name resolution system is maintained on DNS servers responsible for their own portions of the namespace. These servers maintain a local database of host-to-IP address mappings and respond to queries performed by DNS clients. Administrators must ensure that DNS servers respond to queries in a timely fashion, and that these servers are available and secure. As we review each of these areas in greater detail in the chapter, the focus will be on Windows Server 2008, and we will review the main differences between Windows Server 2008 DNS and its predecessors in Windows 2000 and Windows Server 2003. DNS is implemented on a common base of standards, so this knowledge is not really OS specific, although some elements may suggest that.

Active Directory emerges as a successor to the Windows NT 4.0 domain model and its SAM user and computer account database. Many years ago, on Windows NT networks, NetBIOS and Windows Internet Name Service (WINS) played the role of DNS in locating servers and domain services on the network; WINS acted as a centralized repository of network names that alleviated some of the inefficiencies associated with broadcast-based name queries. Similarly, DNS in Windows Server 2008 emerges as a successor name resolution system, with NetBIOS and WINS offered only for backward compatibility. WINS has been de-emphasized as early as Windows 2000; however, many administrators were still forced to use it, even on Windows Server 2003 networks, primarily because some applications and systems still depended on this technology (ironically, Windows XP was one of them).

WINS was very convenient in smaller networks, where it provided an easy way to dynamically map IP addresses to NetBIOS names, requiring very little to no configuration; however, in larger environments that relied on extensive WAN networks, this service proved to be inefficient. DNS implemented in Windows 2000 and later adopted some of the features found in WINS to accommodate ease of use in smaller networks—for example, Dynamic DNS (DDNS), which allows dynamic registration of DNS hostnames, and the ability to locate network services in addition to computers. Starting with Windows 2000, Active Directory clients, such as Windows 2000 Professional, Windows XP, and now Windows Vista, rely on DNS to locate directory services offered through Active Directory.

The main learning objective of this discussion is to understand how a distributed directory-like system, located on dozens if not hundreds of servers around the corporate network, works as a unified system, allowing any user to unambiguously resolve any resource name made available on the corporate network. We also focus on specific applications of this technology to Active Directory and end the chapter by covering steps required to configure DNS for Active Directory.

Purpose of DNS

The vast majority of corporate and interconnected networks (such as the Internet) use the TCP/IP protocol to transfer information between network nodes involved in data communications. Each of the participating nodes must have a valid IP address assigned to it in order to communicate; a valid IP address must be unique within the TCP/IP subnet where it is used and must belong to a valid address range. (Some exceptions may exist in clustered or load-balanced systems where virtual IP addresses may be identical on all public interfaces of the same cluster, but this is outside the scope of this book.)

TCP/IP addresses in version 4 are 32 bits long, and most of the time they are presented in a dotted-decimal format, such as 192.168.0.250, where four sets of numbers are separated by dots, with each of the sets representing 8 bits and therefore being called an octet. It follows that acceptable value ranges for octets are between 0 and 255, inclusive. IP addresses are “easily understood” by TCP/IP software implemented on network nodes such as computers and routers, but it's a different story when it comes to people trying to remember them.
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	TCP/IP version 6 (IPv6) is now supported by many components of Windows Server 2008 operating system, including its DNS services. At the time of this writing, IPv6 is not expected to be featured on Active Directory exam 70-640.





To facilitate access to network resources, besides a unique IP address, certain easy-to-remember names, or hostnames, are assigned. However, we now have another problem: devices that connect our computers do not know what we mean by hostnames; in most cases, they are optimized to route traffic purely according to IP addresses. At a technical level, routers receive network packets with source and destination IP addresses, and their job is ultimately to determine the best network interface to send the packet out of, given the destination IP address.

Chapter 1 mentioned a telephone directory as an example of a directory service, and this situation is analogous to telephone numbers. Telephone numbers usually are not easily remembered and do not follow an obvious hierarchical or other sort of visual pattern as to how they are assigned (not one that is obvious to most of us, at least). Imagine calling a local telco and asking to be connected with Mr. Jones from the customer service department of some company. You (or your phone) need to know the number to dial.

The solution to this problem is the printed telephone directory and a directory assistance number. In the case of computer communications, directory service is provided by the DNS system. To access the services of the DNS, each participating node on the network is configured with one or more DNS server addresses. Therefore, the DNS server is a point of access to the DNS network service (implemented on a Windows Server 2008 instance in the context of our discussion).

The domain name system allows users to access resources by easily memorized names that follow a logical pattern and in most cases are intuitive. DNS is also necessary for Active Directory to function. Network resources such as user or computer accounts, printers, and shared folders are stored in Active Directory. Addressing and identification of these objects are based on LDAP naming conventions and use so-called distinguished names. In addition to locating other computers, AD DS clients query DNS routinely to determine their AD site membership, and locate the closest AD DS servers, global catalogs, Distributed File System (DFS) replicas, and so on. LDAP directory implementation in Windows Server 2008 relies on DNS name resolution. Internal network name resolution, service location, and interoperability with external networks all depend on a properly configured DNS system (and correctly resolved name queries).

DNS service accepts specifically formatted requests from network nodes, conducts a search of its database for matching records, and then either forwards the request to an upstream DNS server or constructs a reply to be sent back to the requesting node.

DNS is based on the TCP/IP suite of protocols, and so clients and servers use TCP and UDP protocols to exchange information. Client queries are submitted to DNS servers via UDP port 53, whereas zone transfers between the servers are conducted using a TCP protocol, port 53. The difference is that guaranteed delivery of client-to-server and server-to-client information is not critical for overall DNS operation, and thus the UDP connectionless mechanism provides significantly less network traffic and processing overhead. There is no need to establish and tear down TCP sessions, and if one query response gets lost due to a network error, the client will submit it again after a time-out period expires. On the other hand, zone transfers happen less frequently as compared to client queries, and successful transfers are critical to ensuring stable and consistent DNS operation across all participating servers within a common administrative zone. The TCP protocol guarantees delivery in this case.

To summarize, the main purpose of the DNS service in Windows Server 2008 is to resolve fully qualified domain names to IP addresses and vice versa, and to locate network services (AD DS, Global Catalogs, Distributed File System, etc.) and resources on the network.

Elements of DNS

Name resolution in DNS is a fairly complicated process. Each part of this process involves several subroutines and deserves a separate discussion. Before proceeding with technical descriptions of DNS functionality, we need to define the elements and establish some terminology, specifically the purposes of zones and domains. We also discuss the following:

[image: Image] What makes each resource name unique and distinguished from other, similar names

[image: Image] Name resolution participants

[image: Image] What is the purpose of each type of name (resource records)

All fully qualified domain names in each particular network, collectively, are called the namespace. In this namespace, each host may belong to one of the domains—for example, hosts www.flexecom.com and mail.flexecom.com belong to the “flexecom.com” domain. (It is important to distinguish between AD DS “domains” and DNS “domains” or domain names. In this chapter, when we say domain we refer to DNS domain. AD DS domains are discussed in further chapters.)

The definition of a zone is a bit more technical and somewhat broader. A zone is a partition of a distributed database that is stored on the local DNS server and contains the actual DNS records. Zones may contain domains, subdomains, and a variety of hostname records, including even hostname records, which are identical to the domain name itself. For example, srv01.flexecom.local, srv02.sales.flexecom. local, and flexecom.local could all be stored in the same DNS zone. Figure 2-1 depicts the relationship between zones and domains.

Domain Namespace

In the past, hosts on the Internet had certain distinguished, non-grouped hostnames that were used for unique identification of those hosts. Collectively, these hostnames belong to a flat namespace, where all names have equal weight and parity in the system; in other words, they do not depend on each other but are fully autonomous. A flat namespace in its entirety must be concentrated in a single location, perhaps on a single name server or cluster of name servers, or otherwise be replicated in its entirety to all participating servers. Naturally, with the advance of the Internet, the size of this unified database would have exploded out of proportion and become unmanageable.

FIGURE 2-1 DNS zones and domains

[image: Image]

Another problem that quickly appeared was the finite number of meaningful, intuitive names that could be assigned to the hosts participating in the flat namespace. Hence, the technical community came up with a directory-like naming structure, effectively creating a hierarchical namespace, in which each hostname comprises several names separated by dots, such as sydmail01.apac.flexecom.com.

The format of this type of hostname implies less specific location information on the right and more specific information on the left; thus reading from right to left, we start with the “dot,” representing the root of the namespace, then.com, in our example, which is termed the top-level domain (TLD). After “.com” follows “.flexecom”—the second-level domain (SLD). “Sydmail01” is the hostname of the resource. The full hostname beginning with the dot and ending with the “sydmail01” hostname is analogous to an absolute distinguished name in directory terms and is called the fully qualified domain name (FQDN) in DNS terms. Collectively, all FQDNs form the namespace.

[image: Image]

You have probably noticed that in the real world Internet names do not include the trailing period; for instance, you would use “www.microsoft.com”, not “www.microsoft.com.” This does not contradict the FQDN description from the preceding paragraph; omission of the trailing period is allowed by DNS standards.

Top-Level Domain (TLD) and Second-Level Domain (SLD)

Historically, TLDs were implemented in order to divide the namespace into autonomous areas for different sectors of the economy; for instance, government, education, commercial and nonprofit organizations, and the military all needed their own subdivisions of the namespace, independent of other participants in the namespace. Top-level domains are governed by the Internet Corporation for Assigned Names and Numbers (ICANN), and the number of TLDs available for public use is limited. Queries between TLDs are serviced by the root domain servers, denoted as the dot before the TLD. The most commonly used North American TLDs are as follows:

[image: Image] com Commercial organizations

[image: Image] edu Educational institutions

[image: Image] org Nonprofits

[image: Image] net Network support centers and network service providers

[image: Image] gov U.S. government

[image: Image] mil U.S. military

[image: Image] two-letter ISO country code Such as “us” for United States and “ca” for Canada. Each country has its own country-code TLD.

Thus, if you see a hostname or a domain name ending with .edu, it is most likely an educational institution in the United States. Likewise, a name ending with .ca more than likely represents an entity or individual who is incorporated or domiciled in Canada.

The second-level domain (SLD) is the next portion of an FQDN after the TLD, going from the root dot to the left. Continuing with our example, flexecom would be the SLD in www.flexecom.com. It wasn't long before short, descriptive, and intuitive SLD names were depleted, and remembering hostnames with three or four domain levels is tantamount to remembering IP addresses. So ICANN authorized a new set of TLDs in 2001, namely, .info, .biz, .name, .news, .pro, .museum, .aero, .inc, .mail, .games, .learn, and .coop. You can find a complete listing of new TLDs at http://www.icann.org/tlds.

To distinguish resources in local area networks from those located in the public portion of the namespace (i.e., on the Internet), companies are allowed to use the .local TLD name, which is invalid in the public sector, but it doesn't need to be registered with ICANN. For example, say we want to set up another namespace to be used locally in our imaginary organization. We could use flexecom.local, while flexecom.com is still maintained in parallel to support external requests that can be resolved using public namespace mechanisms outside of the private network. The .local TLD does not belong to the same root, so it cannot be resolved on the Internet. Technically, companies may use any non-registered TLD for internal naming only.

DNS is also used for reverse resolution—that is, resolution of IP addresses into fully qualified domain names. To facilitate this, DNS uses a special service zone, inaddr.arpa. Although this may seem like a second-level domain, the in-addr.arpa zone is as important from the reverse name resolution perspective as a top-level domain is from the name resolution perspective. A reverse name resolution zone is named using octets denoting classified network ID numbers, ordered in reverse if you read from left to right. For example, IP address 192.168.10.1 is a class C IP address, where 192.168.10 represents the network ID and .1 represents the host ID.

So if we wanted to set up a zone for reverse mapping of IP addresses to hostnames, we would name the domain 10.168.192.in-addr.arpa. In essence, if you request the hostname of the 192.168.10.1 machine, you request addressing information for node “1” from domain 10.168.192.in-addr.arpa. Similarly, in the case of a class A address, such as 10.1.1.1, we would need the 10.in-addr.arpa domain, and in a class B address, such as 172.16.30.11, it would be 16.172.in-addr.arpa. In the latter example, the 16.172.in-addr.arpa domain would need to contain a 30. subdomain, where information about host “11” would be stored.

The terms “domain name” and “SLD” can be used interchangeably, although the vast majority of technicians identify with the former. Domain name such as “flexecom.com” must be registered with any of the domain registrars to prevent name duplication and to set them up on the TLD servers, which in turn enables domain name resolution by third parties on the Internet. Uniqueness of third-level domains and lower is not crucial for name resolution on the Internet as a whole and is usually the responsibility of the company or organization that owns the respective domain name.

Fully Qualified Domain Name (FQDN)

As is the case in searching a directory, requests in the DNS system can be absolute or relative: fully qualified domain name requests are absolute, and hostname requests are relative to the domain and subdomain (in other words, context) where the client host is located. The operating system will usually construct the queries to conform to the absolute format, which is what DNS servers expect to receive. Relative names must be unique within the boundaries of the subdomain or domain where they are registered (as in directories).

A fully qualified domain name, contrary to the hostname, includes all parent domains up to and including the root domain (as shown in Figure 2-2), which in turn guarantees their uniqueness in the DNS namespace. A prominent example is the “www” hostname. There are probably millions of hosts named www around the world, yet their FQDNs are unique because they include the entire path within the namespace, starting with the hostname and working its way up through the SLD and the TLD to the root.

In the days of Windows NT 4.0, the NetBIOS name and DNS hostname were not related to or dependent on one another. To ensure backward compatibility of applications in Windows 2000/2003/XP and also to reduce administrative overhead, hostnames and NetBIOS names are being set identically. This means that the hostname portion of FQDNs must conform to NetBIOS name requirements. Assigning the same NetBIOS name and DNS hostname is not mandatory, but it is recommended if your network still uses applications that rely on NetBIOS names. You must be sure in this case that you assign valid NetBIOS names that are compatible with host-naming RFCs applicable to DNS. Microsoft recommends combining two namespaces (assigning identical names) or getting rid of NetBIOS entirely, whenever possible.

Valid hostnames in the case of coexistence of both namespaces are those consisting of letters and numbers. The first character must not be a number, and the total hostname length should not exceed 15 characters.

FIGURE 2-2 DNS name structure
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Underscores are permitted in the NetBIOS namespace, but they are not a valid DNS hostname character. Underscores in DNS names are permitted only in service records, not host records (DNS RFCs: 1034, 1035, 1123, 1995, 1996, 2136, 2181, 2308, and some others). So if you have existing NetBIOS names with underscores, they will have to be changed to hyphens. Some recent revisions of the DNS standard also made it possible to use languages other than English when naming hosts; however, this technology is not very reliable outside the local area network.

Resource Records

Zone files contain numerous records that follow a certain format and describe specific types and addresses of the resources. These records are called resource records (RRs). Depending on the type, resource records may contain information about the zone itself, about other DNS servers maintaining the zone, or about mail servers, network nodes, network services, and numerous other types of resources. To add, modify, or delete resource records in Windows Server 2008, you can use either DNS management tools (covered later in the chapter) or any text editor and then reload the content of the zone file directly into the file system (assuming DNS zone is not Active Directory–integrated; more on this later in the chapter.)

You'll find a detailed description of the zone file format in RFCs 1035 and 2052. Among some of the mandatory resource record fields are Owner, TTL, Class, and Type.

The following few sections review the most commonly used types of resource records. We'll begin with SOA and NS records, as they are regarded as the most critical ones for overall DNS operation. Fields of these records are displayed in the DNS management tool in the properties of each zone.

SOA and NS Resource Records

When you create a new DNS zone in Windows Server 2008, it always automatically configures itself with an SOA record. SOA stands for “start of authority,” and as the name implies, it denotes the starting point of authority for a particular zone in the namespace. As shown in Figure 2-3, this record contains information critical to zone operation. Most importantly, the SOA indicates which server is the primary name server for the zone in question. This information is then used in zone replication—the primary name server is the source of the most accurate and up-to-date zone information.

FIGURE 2-3 SOA record properties
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The serial number value of the zone is used in deciding whether it is necessary to synchronize the information between the primary and secondary name servers for the zone. When a change is committed to the zone file, the serial number value is incremented, signaling to replication partners that the primary server copy is more recent than what they received during the last replication cycle. (Replication is discussed in more detail later on.) This in turn means that if serial numbers on the primary server match serial numbers in the zone copies stored on the secondary servers, there is no need to replicate the zone, and hence no additional network bandwidth is used to achieve this unnecessary replication. (Note that it is possible to increment the serial number manually.)

The Expires After interval sets a time-out value for secondary zone servers, indicating how long they should store a copy of the zone and respond to client queries after connectivity to the primary zone server becomes unavailable and zone transfer fails. If the primary server cannot be contacted (and hence, zone information cannot be refreshed) for the duration of this interval, then the secondary servers are no longer considered authoritative for the zone, and local copies of the zone are no longer considered reliable; therefore, secondary servers stop servicing requests for the zone. By default, the expire interval value allows 24 hours and is set in days to 1 day (or in seconds to 86,400).

The Refresh Interval sets a value for how often secondary servers should attempt to contact the primary server to verify their zone serial numbers, and transfer the zone if the serial numbers do not match. The less frequently you change information in the primary zone, the more sense it makes to increase this value. Less frequent attempts to refresh zone information will ultimately consume less network bandwidth, although given the bandwidth available to an average company today, this may turn out to be quite a trivial gain. This value is also set in seconds and is assigned 15 minutes by default.

The Retry Interval of the SOA record sets a value indicating how long secondary servers should wait before retrying a failed zone transfer attempt. This interval is generally shorter than the refresh interval, is set in minutes, and is assigned 10 minutes by default.

The Responsible Person field indicates the e-mail address of the DNS administrator, who should be contacted if there is a problem with DNS setup that might be visible from external networks. If you wish to send an e-mail to the DNS administrator, keep in mind that the usual @ sign is not featured in his or her e-mail address due to the standardized format of the zone file. (The @ signs are used to indicate the beginning of a section in the zone file.) Instead of the @ sign, the responsible person's e-mail address is listed with a “.” character.

The last field of interest in SOA records is the minimum (default) time to live (TTL). The default TTL is used by the DNS server to automatically assign TTL values to individual records as you create them in the zone. TTL tells other DNS servers on the Internet, which can potentially cache any response to a query, how long they are allowed to service the same query from cache. As soon as TTL expires, caching DNS servers are no longer responding from cache and they would have to contact the authoritative server. Here is an example showing a typical SOA record from a Windows Server 2008 zone file, configured with default values:


@@ IN SOA tordc01.flexecom.com.  hostmaster.flexecom.com. (
       33           ; serial number
       900          ; refresh
       600          ; retry
       86400        ; expire
       3600       ) ; default TTL


NS resource records indicate which servers have been delegated authority for the domain in question. Delegation is a process of designating authoritative servers, which in plain terms means assigning servers to host a zone and authoritatively respond to name resolution requests for that zone. Authoritative servers “own” records in the zone that has been delegated to them; they are the most trusted source of addresses for the zone that they host.

In addition to domain delegation, NS records are used to delegate authority for subdomains. When you delegate authority for a subdomain, you essentially transfer the burden of maintaining a portion of the namespace to another DNS server. For instance, the flexecom.com domain can have APAC and NOAM subdomains; DNS servers that are authoritative for flexecom.com can refer all queries for noam. flexecom.com to the North America DNS servers, and apac.flexecom.com to Asia/Pacific regional DNS servers.

To summarize, SOA and NS records collectively form the backbone of DNS, serving as pointers and demarcations between numerous independent DNS subsystems, uniting them into a single distributed database. They allow navigating the DNS tree structure from the top down to lower levels of this structure, although that is about all they do—they do not represent any leaf objects in this structure, which is certainly not the point of having a directory. Leaf objects in DNS are various types of host records, which map hostnames to IP addresses within the structure (see Figure 2-4).

‘A’ Resource Records

The most basic type of mapping in the DNS, employed to map hostnames to IP addresses, is the “A” resource record. These simple mappings do not point to any

FIGURE 2-4 Role of SOA and NS records in the DNS hierarchy
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network services, just plain network nodes. When you create a new “A” record, the DNS server automatically constructs an FQDN value for that host based on the context of the zone by appending DNS domain to the new hostname. After you define the hostname, you need to provide an IP address before the record is committed to the zone file. The Update Associated Pointer (PTR) Record option will attempt to automatically add corresponding reverse mapping to the in-addr. arpa zone, if that zone exists for the class of IP address you specify for the “A” record. Figure 2-5 depicts this.

In some cases, “A” records may be referred to as “glue records.” The RFC standard suggests that service records should not be mapped directly to IP addresses. Usually, administrators need to point service resource records (such as mail exchanger or MX) to fully qualified domain names; however, without creating that fully qualified domain name record (which is an “A” record), the service record would be pointing to a name that is not defined anywhere. Hence, an A record is created to “glue” a service record to a specific IP address.

CNAME Resource Records

It may be necessary to assign more than one FQDN to the same physical host, or more specifically, to the same IP address. You could create multiple “A” records, but

FIGURE 2-5 A resource record
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then you would have to update each of them every time the underlying IP address changes. To avoid this situation, you use CNAME resource records, also called aliases. Suppose you have a server with the hostname tordmz01.flexecom.com, and you want to make it available on the Internet for web and ftp services, at the same time providing intuitive addresses to users. You would create one “A” record, tordmz01.flexecom.com = [its IP address], and then add CNAME www.flexecom.com and ftp.flexecom.com and map it to tordmz01.flexecom.com's “A” record.
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	While on the subject of making it easy to remember FQDNs, considering the example just given, you could also add an “A” record with an empty hostname field. This would map the domain name itself to an IP address and make it possible to refer to the server in question simply by using the flexecom.com domain name.





MX Resource Records

The MX resource record (the name stands for Mail eXchanger) is one of the records used to locate network services, in this case, the e-mail server responsible for mail delivery within a particular domain. The originating e-mail server queries the destination domain for MX records and gets one or more FQDNs in response. MX records point to one or more FQDNs of the e-mail server(s), also indicating their priority, so that the originating e-mail server picks the FQDN with the highest priority first (highest priority = lowest priority number), resolves the FQDN into an IP address, and attempts delivery to that host. If delivery fails, the originating e-mail server goes on to the next MX record with the second highest priority, and then retries, sending a piece of e-mail through that host. Valid priority numbers fall within the range of two-digit decimal numbers. Equal-priority MX records will result in approximately equal round-robin e-mail distribution between these MX records. Figure 2-6 displays this process.

While it may be possible to add MX records pointing to IP addresses, this goes against RFC 1035, which describes the usage of MX records in detail. Some e-mail server implementations will specifically prohibit delivery of e-mail to MX records mapped to IP addresses. Therefore, you should always map MX records to FQDNs, and ensure that a valid “A” record exists in the same domain for that FQDN (glue records). Figure 2-7 shows the property page for an MX record.

FIGURE 2-6 E-mail delivery using MX records
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FIGURE 2-7 MX record properties
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PTR Resource Records

PTR records (PTR is short for “pointer”) provide the opposite functionality of “A” records. They provide reverse mapping of IP addresses to hostnames. This allows network nodes to obtain some information about the communicating party when only the IP address is known. For example, some Internet applications may use it to confirm the identity of the party, or collect domain names for the sake of statistics. It may be used as a rudimentary way of controlling some types of address spoofing and man-in-the-middle attacks, where server traffic gets redirected to a third-party node with an IP address different from the server.

In this case, the client may ask its own DNS server to resolve the third-party IP address into a hostname, and if the result does not match the advertised hostname of the original server, the client may opt to reject further communication. Internet servers, on their part, may also opt to block clients in certain domains from accessing their services, if the IP address they use does not resolve to the domain name they claim to be from. (This is also one of the spam countermeasures.) Typically, but not always, reverse lookup zones are managed by the ISP who owns IP address blocks.

PTR records differ from all other types of records because they populate the inaddr.arpa zone used for reverse resolution. Zone types are covered in “DNS Zones,” later in this chapter. As mentioned in the “A” record discussion, the easiest way to create PTR records is to ensure that a reverse resolution zone is created before you begin adding “A” records, and use the Update PTR Record option in the “A” record properties page.

SRV Resource Records

Perhaps the most important addition to DNS service beginning with Windows 2000, the SRV record makes it possible for clients to locate Active Directory services. SRV (“service locator” records) are used exclusively to locate services and not to resolve network hostnames. Windows 2000 and later clients query their DNS servers for SRV records in order to identify which network hosts are running services of interest. Clients need to provide the following information when querying a DNS server for network services:

[image: Image] Domain name that the client belongs to

[image: Image] Globally unique identifier (GUID) of the domain (this is optional)

[image: Image] Site name that the client belongs to

By submitting this information to their DNS server, clients get a list of matching SRV records that point to the closest domain controllers providing network services that may be of interest—for example, LDAP, PDC emulator, Kerberos, and global catalog, to name a few. Here is a sample SRV record:


  _ldap._tcp.ms-dcs   SRV 0 0     389 tordc01.flexecom.local
                    SRV 10 0    389 tordc01.flexecom.local


Each SRV record indicates which service it is advertising, what protocol and port number should be used, and what the priority of the record is. In networks where more than one domain controller is installed, priorities are similar to those found in MX records—that is, they help clients determine which server to pick from the list, all other factors being equal. The second number after priority is a weight value, which is used to distribute the load when priorities are equal. These two numbers allow administrators to distribute the load between domain controllers, in cases where it may be necessary.

SRV records are created dynamically in the _msdcs.domainname,_sites. domainname, _tcp.domainname, and _udp.domainname subzones when you install Active Directory. The NETLOGON service also verifies the accuracy of information in this subzone every time it is restarted. If the DNS zone was configured to accept dynamic DNS registrations, the NETLOGON service creates missing service records automatically. If the zone does not accept dynamic updates, the NETLOGON service creates a netlogon.dns file in the %systemroot%\system32\config directory; so its content can be added manually by copying records from the netlogon.dns file. Figure 2-8 demonstrates a typical SRV record.

It is recommended that DNS services and zones be configured to run on Active Directory domain controllers, as this allows you to take advantage of the dynamic registration and ensures that SRV records are created properly. If for any reason you must use a third-party DNS system such as those implemented in UNIX, you must make sure that they support SRV records. DNS BIND versions 8.2.1 and later are considered compatible.

WINS, WINS-R Resource Records

Legacy Windows systems, and hence the namespaces, are still around despite being gradually de-emphasized. Older clients may be “unaware” of the fact that they should register themselves with the DNS system. Because of this, new clients using DNS

FIGURE 2-8 SRV record properties
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may not be able to resolve the names of the older ones. The WINS record is used in cases like this to redirect failed hostname resolution queries to the WINS server, so in a way this is similar to DNS delegation, where NS records point to other DNS servers that are authoritative for a certain subzone—except in this case delegation is to a different type of namespace (NetBIOS).

Those hostname–IP address queries that did not find a match in the DNS zone are forwarded to the WINS server. If the WINS server finds a match in its database, this result is returned to the DNS server, the parent DNS domain name gets appended to the WINS-returned hostname, the result gets cached in the DNS server cache, and it is subsequently returned to the client who originated the query. This process is transparent to the new clients, and in terms of what they see, it really does not differ from a normal DNS query. Thanks to caching, it works faster for subsequent requests than if these new clients were querying the WINS server directly.

WINS-R records are similar to WINS in the sense that they are used as server-side interfaces between DNS and WINS namespaces, but they are opposite in the sense of what is being resolved. WINS-R records are used to resolve IP addresses into the NetBIOS names of WINS-registered NetBIOS clients. There is a problem though: WINS was not designed to support reverse name resolution, so instead of redirecting requests to the WINS server, DNS submits a node adapter status request to the host in question. The response to this request contains the NetBIOS name of the node, which is returned to the client. In the WINS-R record properties, you must indicate which domain should be appended to the returned name.

WINS and WINS-R records cannot be replicated to non-Windows DNS servers because they are proprietary to Microsoft and may not necessarily be supported elsewhere. It is possible to turn off replication for both WINS and WINS-R records by checking Do Not Replicate This Record in the properties of each of these records. This in turn will add a Local field to the record in the zone file. Lastly, WINS and WINS-R records are not added separately as if they were individual records; instead they are added through the master property pages of the forward or reverse lookup zones, respectively.

DNS Servers and Resolvers

The process of resolving a DNS name involves two parties—client and server. Before sending a request to the server, the client looks up the hostname in question in its local cache and then in the local copy of the “hosts” file, which is used for static DNS hostname–IP mappings. If matches are not found, the client proceeds by submitting a request to the preferred DNS server listed in its network interface settings.
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	The hosts file is a flat text file, with each line representing a mapping between a DNS hostname and an IP address. In operating systems beginning with Windows NT 4.0 and later it is located in %systemroot%\system32\drivers\etc directory. If there is a matching hostname record in the hosts file, further attempts to resolve the name are unnecessary, so the resolution process stops.





The name resolution process on the server side may happen in a number of ways, depending on the circumstances. Security, response times, and other technical factors influence this process as well. Overall, the process can be summarized as follows:

1. The DNS server receives the request to resolve a name into an IP address. It checks its local cache first, and then the zones supported on the server, in an attempt to issue an authoritative response.

2. If no matches are found, it proceeds to submit the requests to upstream DNS servers configured as forwarders.

3. If the latest effort produces no matching records, the DNS server invokes an iterative query process, sequentially submitting requests first to root servers, then TLD servers, then SLD servers, and so on, until a match is either found or not found in the zone of a server, which is authoritative for the domain in question.

The following sections review these concepts in more detail.

Authoritative Server

Authoritative servers are “owners” of the records in zones that they support, and as discussed earlier, this authority is bestowed by means of NS records. Answers from authoritative servers are considered authoritative for the zone and have the highest priority. In contrast to authoritative servers, non-authoritative servers may store a copy of the zone but not be listed in the NS records for that zone. Non-authoritative answers are also the ones being returned from the DNS cache.

In practice, to designate a DNS server as authoritative for the zone, it must be added not only to the NS records in the zone itself, but also to NS records on DNS servers that are authoritative for the parent domain of the zone in question. For example, if you have a DNS server named ns1.flexecom.com in the flexecom.com domain and it is listed as an NS server for this domain, you also need to make sure that the registrar adds the ns1.flexecom.com server as an NS record for your domain in the .com domain. This will make it possible for network clients on the Internet to locate the authoritative server for your domain and ultimately resolve hostnames from this domain.

Forwarder Server

As the name implies, forwarder servers are used to designate where to forward queries that cannot be resolved by a DNS server from its locally stored zones or subordinate DNS servers. Windows Server 2003 introduced conditional forwarding, whereby administrators may choose different forwarder servers, depending on the domain name. For example, you can configure to forward all requests for sales.flexecom.com domain to be forwarded to a specific DNS server, as shown in Figure 2-9.

Windows Server 2008 takes conditional forwarding to the next level. Conditional forwarders are now managed through the Conditional Forwarders container found in the DNS management snap-in. Conditional forwarders can be defined once, added to Active Directory, and replicated throughout the Active Directory domain or entire forest. This allows administrators to maintain a consistent configuration and ensure

FIGURE 2-9 Forwarder server
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that it gets applied universally to all DNS servers where it needs to be standardized. In earlier versions of the operating systems, conditional forwarding had to be configured at the server level (Forwarders tab) and was not synchronized across.

Typically, companies configure internal DNS servers to forward to outside caching servers, typically hosted at the ISP. This constitutes best practice, for performance and security reasons. Conditional forwarding was added on top to forward a limited set of domains to other local or partner DNS servers.

Caching Server

When you install a DNS server on a fresh Windows Server 2008 installation, it configures itself as a caching-only server by default, until you configure forward lookup zones. Caching is integral to the DNS server, and in the absence of local zones, caching and resolving of domains through root servers is all they do; in essence, caching-only servers are DNS servers that are non-authoritative for any of the zones. Caching servers are best used to decrease response times in local area networks with slow connections to the Internet.
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	If you are installing AD DS services before DNS server is installed and configured, in some cases DNS will be configured automatically as the “root” server, in which case it is unable to resolve external names. Be sure to check your DNS installation and delete the “.” forward lookup zone, if you find that no external names can be resolved through the internal DNS server.





For example, you can configure all your internal DNS servers with the same forwarder server at the ISP, and have that forwarder server query root servers on the Internet on your behalf. This is typically the recommended strategy for resolving resources outside of your local area network. When ISP starts up a caching-only server, its cache may be empty, but every request it fulfills gets cached. Additional requests for the same resources are fulfilled from the cache instead of directly through the root servers, so you save precious bandwidth and increase DNS performance by reducing query times for the clients.

This sounds like a great idea, but there is one inconvenience to caching: it detects changes to the records on authoritative DNS servers rather slowly, because cached records are valid until their TTL times expire. In your local network, you can clear the DNS cache on the local computer by executing the ipconfig /flushdns command at the command prompt, and clear the DNS cache on DNS server by selecting Clear Cache from the Action menu. However, due to the extensively distributed nature of the DNS system, it may not help, because other servers participating in the name resolution on the Internet may also have these names cached. One of the possible solutions is to use root hints instead of forwarders; another solution (if you are in control of the zone that you don't want cached on the Internet for too long) is to reduce TTL at the zone or specific record level.

No special configuration is required to make DNS server cache queries. To deploy a “caching-only” server, you configure any DNS server to perform name resolutions through forwarders or root hints, and do not host any forward or reverse lookup zones. Note that the caching-only server in this configuration may not work correctly if its forwarder server does not work correctly. A caching-only server simply forwards recursive queries to forwarder servers, which are capable of resolving a specified hostname into an IP address. If this process succeeds, the forwarder server returns the results to the caching-only server.

This “slave” and forwarder server combination can be employed in DMZ network segments, as Figure 2-10 shows. The advantage of this deployment is its enhanced security. Edge firewalls have to allow DNS query traffic for internal networks to be able to resolve Internet names. By allowing DNS query traffic only to/from caching servers (which by definition do not have any forward lookup zones of their own), you segregate the internal namespace from externally accessible DNS servers on your network. In other words, the only DNS servers accessible from the outside do not know how to resolve internal names.

FIGURE 2-10 Using caching servers in DMZ
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Other possible uses for caching-only servers exist within the Active Directory environment, where LAN segments are split apart and connected via slow WAN links, although they might still belong to the same DNS domain (if administrators have chosen not to maintain any separate zones for each of these segments). In this case, the slave server is configured with a forwarder server that “knows” about all Active Directory resources, which might be located in the HQ segment. Over time it caches responses from that server locally, improving performance for local clients. Depending on the circumstances, this may be better than transferring the entire zone and maintaining a secondary DNS server in each segment.

As you will see later on, a better approach to speeding up remote offices may be an RODC domain controller that could also double as a DNS server. Once the internal DNS namespace is integrated with Active Directory, DNS records become objects in AD DS and are replicated efficiently over WAN just as any other AD object.

Round-Robin Functionality

As mentioned earlier in the chapter, the DNS system has some load-balancing features, namely, round-robin functionality. It may be helpful to distribute incoming connections equally between a few network hosts, such as web servers. If one web server is getting hit with lots of requests, it may be serving pages slowly or may even be rejecting or timing out some of the requests. In this case, one solution may be to set up a twin web server box and load-balance incoming traffic using DNS (this is also known as poor man's load balancing). You have to figure out a way of referencing two different servers using the same FQDN; if you create two separate “A” records pointing to different IP addresses, the DNS server will simply return the first record it matches during its zone search.

Round robin comes to the rescue. It issues replies for the same FQDN containing several IP addresses, which are ordered differently in each reply. This produces a cycling effect. Windows Server 2003 introduced the ability to control round-robin functionality based on record types—for instance, you may want to specifically turn off round robin in certain cases. The DoNotRoundRobinTypes key in HKEY_ LOCAL_MACHINE\System\CurrentControlSet\Services\DNS\Parameters helps achieve this. In addition, the Advanced tab of DNS Server Properties (shown in Figure 2-11) can be used to enable the netmask ordering feature. Netmask ordering forces the DNS server to issue the IP address closest to the requesting client from the pool of round-robin IP addresses, thereby reducing the length of the path that packets take from the client to the resource in question.

Note that round robin only works on authoritative servers. Non-authoritative servers cache the order in which IP addresses were returned by the authoritative server and fulfill subsequent requests from the cache.

FIGURE 2-11 Advanced tab of DNS server properties
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One of the obvious shortcomings of round robin is its unawareness of the status of load-balanced servers, so in essence it will go on issuing load-balanced IP addresses, even if one of the load-balanced nodes goes down or gets overwhelmed by incoming requests. Another problem is evident on web servers that establish sessions, where round robin may forward requests to web servers that have no information about sessions previously established on other web servers in the pool. The Network Load Balancing (NLB or WLBS) and Failover Clustering (MSCS) features in Windows Server 2008 offer a more comprehensive solution.

DNS Query Functionality

As we have established, the DNS query process is a dialogue between clients requesting IP addresses of resources and servers that are in possession of this information. Questions and answers are formatted in a special way, and the dialogue is constructed in a special manner depending on the situation. The client asks its preferred DNS server for the IP address of resource ABC. The server then uses its knowledge of the DNS hierarchy to help the client resolve the name. It first checks its cache, then its local zones, and then if no forwarder servers were configured, it begins searching the DNS directory for the authoritative zone, beginning with the root (“.”) on the right (least specific location) and progressing to the left (most specific location). Root servers are preconfigured with the DNS and are loaded from the cache.dns zone file upon start-up. (There would be no DNS without this—DNS cannot learn of root servers on its own, because it needs root servers to do that.)

As an example, consider the process of resolving an external resource, msdn. microsoft.com, from your local network. If your local DNS server has no cached information or zone copies of the microsoft.com domain, it will query one of the root servers for the msdn.microsoft.com resource. The root server knows where to look for the .com TLD and issues the IP address of .com's NS server. Then your DNS server submits another query to the IP address returned from the root server, asking the same question. The .com NS server knows where the SLD microsoft.com is located, and issues Microsoft's NS IP address. Your DNS server makes the third request on your behalf, this time directing it to Microsoft's NS servers, asking for the msdn.microsoft.com resource. This time it hits authoritative DNS servers, and they return the IP address you are looking for.

The process of resolving a resource on the Internet involves exchanging messages between clients and DNS servers. The following section deals with the types of these messages in greater detail.

Recursive Queries and Iterative Queries

When a client or server makes a recursive query, it expects a clear “yes/no” reply from the other party. Yes/no means that either a resolved IP address should be returned, or a message should be returned saying that this resource was not found.

Iterative queries (also called non-recursive) behave more like a dialogue, where server A asks server B if it is aware of a certain resource. Server A does not necessarily need the IP address of the requested resource, although that would be accepted. In case server B does not know where the resource is, it will issue a reference to server C in the DNS hierarchy, which in server B's opinion might know better. Server A then issues a repeated request in search of the same IP address but directs it to a different server based on the reply from the previous iterative query. Iterative queries eventually locate authoritative servers for the domains in question.

By default, the client always issues recursive queries to its DNS servers, beginning with the primary DNS server. The client expects either an address or an error message. DNS servers, on their part, prefer iterative queries, “talking” to each other to “figure out” the location of the requested resource. If the iterative process extends beyond a preconfigured period of time, either an error message is generated and returned to the client, or a recursive query is submitted to the forwarder server, if it is configured.

Why don't servers default to recursion? First of all, this would lead to an overload of the root servers, because they would have to know about every resource available on the Internet in order to service recursive queries—in essence, there would be no root servers. Second, an iterative process on the server side ultimately leads to more names being added to the cache, significantly speeding up execution of further searches for repeated domains and hostnames. If eventually DNS servers return neither an IP address nor the error message, clients may attempt an iterative process themselves. Figure 2-12 demonstrates how iterative and recursive queries work together to resolve a DNS name.

It is possible to disable recursion on Windows Server 2008 DNS server, which also disables the use of forwarding. This essentially takes away the DNS server's ability to resolve any names that it isn't authoritative for. In other words, if recursion is disabled, the DNS server will only be able to resolve names from its local forward lookup and reverse lookup zones. This feature may be useful if you want to limit a particular set of DNS servers to only service specific zone queries, or if they are physically unable to resolve external names through the use of recursion. This setting is now controlled through Advanced tab of DNS server properties.

FIGURE 2-12 Iterative and recursive DNS queries
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Reverse and Inverse Queries

Reverse queries are used to resolve IP addresses into hostnames. As discussed in “PTR Resource Records” earlier, regular zones are not designed for this purpose. Instead, special in-addr.arpa zones are used, and they contain PTR records, which correlate with “A” records in regular zones. The in-addr.arpa zones, called reverse lookup zones, are constructed to include the network address of the subnet; for example, 100.168.192.in-addr.arpa zone would be suitable for 192.168.100.0 class C network IP addresses. You have to add the octets in reverse order because the format of the FQDNs in the DNS mandates that the most-specific addressing information is on the left side of the name, becoming less specific going to the right.

In addition to reverse queries, there are inverse queries, which are considered to be an outdated feature of the DNS standard. The purpose of this type of request is the same: to get the hostname based on the IP address. However, the server does not need the reverse lookup zone to service this query; instead, it searches for a matching IP address in the normal DNS zones—forward lookup zones. If a match is not found, an error is returned, and it is not clear whether the host does not exist in the zone or does not exist on the network. Inverse query support is optional, and Microsoft DNS implementations beginning with Windows 2000 DNS accept inverse queries but do not search the forward lookup zone in a standard fashion for that type of request—that is, the server does not search forward lookup zones. Instead, the Microsoft DNS server returns a reverse reply formatted as an inverse reply.

Tracing DNS Queries with NSLOOKUP

NSLOOKUP is one of the most basic and widely used network troubleshooting tools. It allows checking server name resolution functionality and troubleshooting other DNS-related problems, such as erroneous functionality or name resolution on remote DNS servers. It is basically a DNS client that allows administrators to query DNS servers manually and get some debugging information in addition to query results. Among other things, you can use NSLOOKUP to view the content of the zone files and trace DNS queries.
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	The NSLOOKUP utility is used to troubleshoot DNS-related problems. You can launch it by issuing the nslookup command at the command prompt, or by using the DNS management console's context menu (Launch nslookup).





DNS Zones

In the context of the DNS namespace, DNS zones are database files that contain records. Name servers are authoritative for records stored in local zones. This part of the chapter deals with different zone types and replication mechanisms available in DNS.

Classic implementations of DNS services used to have one primary zone (master copy) and a few secondary zones (read-only copies of the primary zone). In Windows 2000 and later you can also use primary and secondary zones, as well as the third type of zone—Active Directory–integrated. Resource records in AD-integrated zones are stored as objects in Active Directory, not as records in the zone file.

Zone information can be stored in several ways, most commonly in .dns zone files, located in the %systemroot%\system32\dns directory. These zone files are close to being compatible with the BIND implementation of DNS servers. Information can also be stored in Active Directory in the form of objects in the LDAP database, in which case they can be viewed using the Active Directory Users and Computers management console. Select Advanced Features in the View menu and navigate to <domain>/System/MicrosoftDNS/<dnszone> node to view DNS node objects.

When you create a DNS zone, you are asked to select an appropriate type of zone and where it should be stored. First we will review the classic types of zones—primary and secondary—which use zone files to store resource records.

Primary Zone

The primary zone is a master read-write copy of a DNS hostname database, which is used to commit any sort of zone configuration or resource record changes. Changes can be made either by using Notepad (or any other text editor) to add text information to the zone file, or using the dnsmgmt.msc DNS management snap-in, in the Microsoft management console (MMC). The third type of modification introduced with Windows 2000 was dynamic updates (DDNS).

The primary zone is the source of DNS information for all secondary zones. In a classical implementation of DNS, there can be only one primary zone for a domain in question. SOA domain records distinguish the primary server from other authoritative NS servers using a Primary Server field. The primary zone stored on the primary NS server would be used to maintain all records of the zone in question.

Secondary Zone

It is very common to maintain information for the same zone on more than one server, and secondary zones—read-only copies of the zones—are used for this purpose. This achieves, among other things, reliability of the DNS service (eliminating single point of failure), as well as distribution of DNS query traffic between several network nodes in an attempt to improve response times.

Zone transfer is a process that replicates records from the primary zone to the secondary zones. As discussed in the section “SOA and NS Resource Records” earlier in this chapter, SOA record serial numbers are used as a comparison mechanism in zone transfer decision making. In addition to serial numbers, zone transfers may be triggered by any of the following conditions:

[image: image] The zone refresh interval elapses.

[image: image] The secondary server receives a Notify message from the primary server, informing it of a change.

[image: image] The DNS service starts on the secondary server.

[image: image] The administrator triggers an update manually using the DNS console on the secondary server.

To receive a copy of the zone, you need to create a secondary zone on your secondary DNS server, and indicate the IP address of the primary server that will be used as the source. In theory, this server need not be the primary server; it could be any name server that has a local copy of the zone in question. Of course, if you transfer zones from secondary servers instead of the primary server, you increase zone propagation lag (the time it takes any single change to reach all servers maintaining the zone). Also, the probability that something will go wrong and get copied farther on is introduced with this scheme, which makes transferring from secondary servers generally not a worthwhile idea.

By default, all secondary name servers listed as NS servers for the zone are allowed to transfer the zone. However, you can configure other non-NS-listed servers that should be allowed to transfer the zone on the Zone Transfers tab in the zone properties. Figure 2-13 shows that you can also allow any server to transfer the zone (this is not recommended for security reasons), not just a specific server.

Stub Zone

First introduced in Windows Server 2003, stub zones are used to store information about authoritative DNS servers for other domains. No resource records can be stored in the stub zones other than references to authoritative servers, in the form of SOA and NS records (SOA for the domain in question, NS for the domain in question and its subdomains). A stub zone copies and then refreshes all NS records of authoritative servers for the zone from IP addresses specified in the zone

FIGURE 2-13 Zone Transfers tab of DNS zone properties
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configuration. The source servers, in stub zone terms, are called master servers. Both secondary and primary servers are allowed to play the role of master server when it comes to configuring a stub zone, but the same secondary zone propagation lag argument applies.

As you have probably guessed, stub zones increase performance of the DNS system by adding a name server list of often-referenced domains to a local zone. This makes it unnecessary for the DNS server to go out to the Internet and query first the root servers, then TLDs, SLDs, and so forth. A stub zone is a sort of shortcut in the DNS system. This works both ways: the primary DNS server may also be configured with a stub zone for nested child zones, which would maintain an updated list of NS servers used within an organization's DNS namespace. This also potentially saves query time. Figure 2-14 illustrates the use of stub zones. In essence, by using stub zones, you can set up delegation of zones that need not be in a parent-child relationship, and keep NS records up-to-date without having to manually configure their IP addresses.

FIGURE 2-14 Use of stub zones saves lookup time
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Last but not least, stub zones can be used for any other reason that would make it desirable to transfer name server information and store it locally in other segments of the network without actually transferring entire zones.

Active Directory–Integrated Zone

In the classic implementation, one primary server stores the only copy of the primary zone. While secondary servers maintain redundant copies of the zone, they would not be able to support DNS zones and respond to queries for records in those zones for a lengthy period of time without being able to contact the primary server. In fact, SOA records contain Expires After fields that control this. Now this problem can be avoided using Active Directory–integrated zones.

As discussed previously, AD-integrated zones are stored in Active Directory, with every record represented as AD object. Hence, the DNS server with an AD-integrated zone must also be a domain controller. AD-integrated zones are all master copies of the zone, meaning that changes can be made to any instance of the zone. To replicate the changes, or transfer zones in classic terms, Windows Server 2008 uses the AD replication engine, built for multimaster replication. This also means that failure of any one DNS server responsible for the zone does not incur any downtime for the DNS system as a whole, no matter how long it remains down, provided that more than one domain controller was configured as a DNS server.

DNS information can be stored either in a domain directory partition or in an application directory partition (introduced in Windows Server 2003; and covered in Chapter 4). The application partition allows better control over how application data stored in Active Directory is replicated to other domain controllers. Now you can control which domain and forest servers should receive this application information, separately from “regular” AD replication. Application partition data is not compiled into the global catalog service, designed primarily to speed up user searches for other users, folders, and printers. This reduces DNS replication overhead, while still using the same AD replication mechanism, thereby maintaining only one database replication scheme in your infrastructure. Figure 2-15 shows a domain property page with a prompt to select application partition replication scope (storage location).

By default, two application partitions and one domain partition are used for this purpose. Table 2-1 shows the main aspects of storing DNS zones in Active Directory.

FIGURE 2-15 Selecting AD-integrated zone replication scope
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TABLE 2-1 Storing an AD-Integrated DNS Zone



	Storage Method of the AD-Integrated Zone, Configurable from the DNS Management Console

	Partition Used to Store the Zone

	Zone Objects Addressing

	Tools Designed to View the Records (Objects) in AD-Integrated Zones




	All DNS servers in the AD forest

	Application partition

	forestdnszones.<domain name>

	DNS console, dnscmd




	All DNS servers in the AD domain

	Application partition

	domaindnszones.<domain name>

	DNS console, dnscmd




	All domain controllers in the AD domain

	Domain partition

	<domain name>/System/MicrosoftDNS/

	DNS console, dnscmd, AD Users and Computers




	All domain controllers specified in the scope of the following application directory partition

	Application partition

	NameOfYourChoice.<domain name> (in this case the application partition must first be created using dnscmd)

	DNS console, dnscmd





Reverse Lookup Zone

The topic of reverse lookup zones has come up throughout the chapter. They are not mandatory in the DNS system, and their absence will not affect the primary purpose of DNS—resolving hostnames into IP addresses. However, in some circumstances, these zones and the PTR records they contain may be required for applications that would want to make sure that a particular client is who she says she is.

From the looks of it, reverse lookup zones seem unnecessary, because we already have a valid mapping of an IP address to a hostname in the forward lookup zone. Indeed, it is possible to find a reverse match using the forward lookup zone. (Inverse queries do that.) In reality, though, it is a fairly complicated and not very optimized process. Try locating a person's telephone number in your address book, which is kept in alphabetical order by last name, when you do not know what that last name is. Similar difficulties apply to DNS, where each record would have to be compared to the query parameters to issue a reply. Hostnames are also indexed in alphabetical order; this is too inefficient for reverse name resolution. Reverse lookup zones are effectively the second address book with the same addressing information, ordered by “telephone numbers” (IP addresses) and grouped by local telephone exchange codes (network addresses).

There is no direct dependency of in-addr.arpa records and forward lookup zone records, which means you can create records in one zone without regard for what was created in the other one. When you create a reverse resource record, you indicate in which IP subnet this resource is located. The last octet in the host's IP address is used as its hostname in a PTR record; hence the uniqueness of records in the in-addr.arpa zone is observed due to the uniqueness of IP addresses.

Windows 2000 and later also allowed using classless reverse lookup zones, based on classless IP addressing. In the real world using classless reverse lookup zones is a matter of choice, not a necessity.
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	If you want to look up an FQDN address based on a known IP address, use ping with the -a switch.





GlobalNames Zone

In Windows Server 2008, GlobalNames zone can be configured to enable DNS servers to resolve WINS-like names, i.e., DNS names that do not contain the domain portion of the hostname. This is somewhat similar to using WINS-R records, except with GlobalNames we can completely eliminate WINS servers from the network and fulfill all name resolution requests from the single namespace (that being DNS).

GlobalNames zone configuration starts with enabling global names support on all DNS servers on the network—this can be achieved by executing the dnscmd. exe <DNSserverName>/config/enableglobalnamessupport 1 command against all DNS servers. Next, we would need to create a new forward lookup zone and name it GlobalNames. This zone should be made AD-integrated, and replication scope of this zone should be set to replicate forestwide. Finally, we can start populating this zone with CNAME aliases, such as “proxy” = torgw01.flexecom.local.

When clients request a single-label name resolution (single-label, meaning a name containing no domain portion of the FQDN), DNS client software appends a primary DNS suffix and tries to locate the name in the same DNS zone where the client itself belongs. If this suffix is empty or the name could not be resolved, the client will try appending all search suffixes in the order configured on the client. If this list is empty or the name still cannot be resolved, instead of failing over to other mechanisms (WINS or broadcasting), the client may submit a single label name to DNS servers. When DNS servers receive such queries, they check the GlobalNames zone and respond using the content of this flat namespace.

Zone Transfers

To provide reliable and highly available service, you need to maintain at least two copies of each zone. The integrity of information contained in these two zones and the state of synchronization make the difference between a service that works and a service that does not. Replication mechanisms used for this synchronization are getting consistently better in terms of network traffic they generate and the security of exchanges they conduct. The latest improvement in these areas is possible thanks to Active Directory integration.

Full Transfers, Incremental Transfers

Standard zone replication can be classified in two types of transfers: full transfer (AXFR transfer messages) and incremental transfer (IXFR transfer messages). Incremental transfer communicates only those records in the primary zone that have changed since the last replication cycle. It assumes that secondary servers already have some version of the zone file with its own serial number. Primary servers keep track of all changes and serial number increments. Servers exchange their serial numbers, and the primary server can compile all changes not yet submitted to the secondary server as reflected in the change history. The default configuration is to use incremental transfers because it greatly reduces the amount of traffic generated by DNS replication.

AXFR transfers, or transfers of entire copies of the zone, may still be necessary under the following circumstances:

[image: image] A new secondary zone is configured, and servers need to exchange zone information, since the secondary zone in question is empty.

[image: image] IXFR transfers are supported, but the change history file on the primary zone server is damaged or other problems exist, preventing the primary server from submitting changes.

[image: image] One of the servers participating in the transfer does not support IXFR transfers (these are BIND servers prior to version 4.9.4 and Windows NT 4.0 DNS servers).

If you are dealing with environments described in the final item in the preceding list and you have old secondary servers, you may need to configure the BIND secondaries option, as shown earlier, in Figure 2-11. This will ensure that legacy secondary servers understand incoming transfer requests and instruct primary Windows Server 2008 to use AXFRs exclusively.

Active Directory–Integrated Replication

Zone replication between AD-integrated zones does not need to be configured separately. Since in AD-integrated zones DNS records are LDAP objects, they will be replicated to other domain controllers as if they were plain AD objects. This replication is based on AD replication topology, which will be covered in Chapter 3 in more detail. For the purpose of this discussion, sites are areas of the network connected using high-speed, reliable media such as Ethernet or better.

In addition, there is intra-site replication between domain controllers in one site, and inter-site replication between bridgehead domain controllers located in different sites and possibly connected by a slow WAN link. Intra-site replication happens automatically on an ongoing basis, whereas inter-site replication is a fairly flexible process that can be configured based on available bandwidth, preferable replication schedule, replication transport, and other factors.
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When you raise the domain functional level to Windows Server 2003 or higher, the intra-site replication interval is decreased from 5 minutes to 15 seconds. This interval can also be controlled through the Registry. Domain functional levels will be reviewed later on.

With AD-integrated zones you do not need to worry about DNS zone replication separately from AD replication, and you do not need to plan, test, deploy, and maintain two distinct replication schemes. Perhaps one of the greatest things about AD replication is that IXFR transfers are further split, allowing attribute-level updates. This means when one field in a resource record changes, AD servers will exchange just that attribute and will not be sending entire DNS object around the network.

As you can see, AXFR, IXFR, and AD replication are progressively more advanced forms of replication, saving more and more bandwidth. If the IP address of a record changes, AXFR transfers the entire zone, IXFR transfers the entire host resource record, and AD replication transfers just the new IP address. And since the introduction of application partitions in Windows Server 2003, you can even specify precisely to which servers this IP address will get replicated. (If you have ten AD domain controllers and only three of them are also DNS servers, you need to replicate this IP address to only three DNS servers.)

Delegation of Zones

A DNS server configured with one zone and a domain can self-sufficiently serve all requests for records contained in the subdomain, providing that the subdomain has also been created. You can create resource records in the subdomain exactly as you would in the parent domain. However, if your domain name contains a large amount of records or you simply want to have someone else administer the subdomain, you could also delegate authority for the subdomain to a separate DNS server. Delegation was designed to distribute query loads between several DNS servers.

Let's consider an example where this delegation is necessary for more than just load balancing. A mid-to-large-size company has a presence throughout the country and a similarly distributed administrative structure. The main planning decisions are being made in the central office, but actual administration is delegated to four or five different IT divisions responsible for their branch offices (say, New England, West Coast, Midwest, Southwest, and Southeast). Companies like this may need their own namespace, while still being part of the larger company namespace.

One of the ways to set this up is to have your company domain name as the parent domain for all five regions, and then create five delegated subdomains, such as newengland.<company domain>. Practically, this would entail using the DNS management console, selecting the parent domain in question, and clicking New Delegation in the Action menu. You would have to provide the name of the subdomain you want to delegate and a list of NS servers that will assume authority for this subdomain.

DNS Security

DNS servers maintain critical two-way name resolution links between private networks and the Internet, and as such, they are exposed to external access. This in turn means that they are likely targets for external attacks. This is more true than ever now that your entire corporate network depends on DNS and uses it to store critical addressing information for many core services.

Many organizations have demilitarized zone (DMZ) networks, or in other words, segments of the private network designated for public access. If the company is hosting its own public DNS service in-house, a publicly accessible namespace must be presented on a DNS server in the DMZ. However, this runs a risk of the DNS server being compromised; so private portions of the namespace that must only be accessible internally should not be placed on the same server in the DMZ or be otherwise made accessible to external users. For this reason, companies usually maintain either two separate namespaces or a separate subdomain for Active Directory, internal addressing, and further domain delegations. Many companies prefer not to host external DNS zone themselves but instead outsource it to the ISP or another DNS hosting organization.

In either case, at least two DNS servers must be used to maintain the internal namespace and ensure reasonably high availability; another one or two could be placed in the DMZ network. Internal servers must not be available from outside; firewalls must be used to block DNS traffic originating on the Internet from reaching internal DNS servers directly. As far as configuring DMZ servers is concerned, they can act as caching forwarders for queries originating on the internal DNS servers, but they must contain no subdomains (no delegation, no NS server records) for internal zones. In other words, if the internal DNS used by Active Directory is ad.flexecom.com, and the external namespace hosted in DMZ is flexecom.com, DMZ servers must not be configured to resolve ad.flexecom.com by querying internal DNS servers.

When you configure a DNS server located in a DMZ network, it is recommended that all services and features be removed and disabled except those necessary to support name resolution. This technique is referred to as reducing the attack surface. Services such as WWW, NetBIOS, Server, Computer Browser, Task Scheduler, and numerous others increase the likelihood that someone could manage to find a new or unpatched flaw in one of them, potentially gaining control of the server. (Buffer overflows in various components of Microsoft operating systems are, unfortunately, famous for this—something Core Server installation is aiming to improve.)

All unnecessary network ports not involved in DNS resolution should be disabled using a variety of software and hardware methods, in addition to being blocked at the edge firewall (which also may not be without its flaws, but by combining multiple vendors and securing seemingly the same thing twice, we practice defense in depth, an important countermeasure approach). Simple but necessary rules such as password complexity and account lockout should be made mandatory. Using the hisecws.inf security template as the basis for your configuration might not be a bad idea. This list is long and goes beyond the scope of this book.

Typical DNS-related attacks are summarized here.

[image: image] DNS footprinting Theft of zone information allows attackers to learn about internal addressing and services.

[image: image] Denial of service (DoS) or distributed denial of service (DDoS) attack A massive amount of fake recursive queries are submitted to the server, making it too busy to service legitimate requests. In case of DoS, all the queries come from the single IP address. In case of DDoS, the queries come from the wide array of (often spoofed) IP addresses.

[image: image] IP spoofing A fake IP address obtained through DNS footprinting is used to make it appear that the attacker is inside the network.

[image: image] Man in the middle, or redirection Interception of DNS traffic allows attackers to take over communication between the nodes. This attack can be combined with DNS cache polluting, which results in compromised NS records added to the DNS cache.

[image: image] DNS cache poisoning A DNS server accepts maliciously crafted traffic that tricks it into believing that received information is legitimate; it subsequently caches this information and distributes to clients that may be looking for the resource in question.

Some of these attacks may be prevented; others may be contained. Cache pollution (poisoning) attacks may be prevented by setting the Secure Cache Against Pollution option in the Advanced settings of the DNS server properties (shown in Figure 2-11). This results in discarding records from the cache, where the authoritative server and requested resource appear to be in different domains. These are very likely to be a result of unwanted interference by third parties trying to cache their NS record on your DNS server.DoS attacks based on recursive queries may be eliminated altogether by rejecting recursive queries. The option Disable Recursion controls this setting (as shown in Figure 2-11). However, it may not always be desirable to do this. Other methods outside the scope of DNS may be used to eliminate numerous attempts to establish TCP or UDP connections if they appear to come in large quantities from the same source. Windows Server 2003 and 2008 can also be hardened to drop TCP/UDP half-open sockets faster and not wait for the default time-out period. Establishing an effective system to deal with DDoS is not trivial, since the pattern of the attack is difficult to distinguish from normal DNS traffic. Firewalls analyzing traffic at the application level (layer 7 of the OSI model) are probably the most effective tool.
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New and previously known DNS vulnerabilities are discovered and updated on an ongoing basis. Recent research into cache poisoning caused all major software and hardware vendors to patch their products as recently as July 2008, even though cache poisoning is not new and has been patched previously. The fact that there is a firewall in front of DNS server makes DNS server safer, but this may not be sufficient. Administrators are advised to keep on top of security developments and deploy patches and countermeasures as they become available (this is true not only about DNS, but since AD relies on DNS, this deserved a special note).

Hosts that are allowed to request DNS transfers are controlled through the zone properties, on the Zone Transfers tab, and this helps to mitigate footprinting attacks. In addition to this, Windows Server 2003 and later allow disabling automatic NS record creation in AD-integrated zones. The following command enables this option on a per-DNS-server basis:


  Dnscmd /Config/DisableNSRecordsAutoCreation 0x1


This command returns the functionality to its default state:


  Dnscmd /Config/DisableNSRecordsAutoCreation 0x0


Dynamic DNS functionality should never be permitted on externally accessible servers. However, in the internal portion of the network, this feature has joined the ranks of must-haves. To better control dynamic updates in internal networks, secure dynamic DNS updates are used (available in Active Directory–integrated zones).

This guarantees that unauthenticated computers would not be permitted to register their hostnames automatically. In addition to this, in Windows 2000 Server and later versions, you can set permissions based on individual records, which can be used to lock down write access to critical records supporting the infrastructure (see Figure 2-16).

Public (asymmetric) cryptography is one of the few methods that provide a high degree of security. It ensures that communications were not tampered with in transit, and it guarantees the source of the transmission. DNS service in Windows Server 2003 and later supports DNS security extension DNSSEC, as described in RFC 2535.

Dynamic DNS Updates

Dynamic name registration opened the door for DNS into local network environments. A local network environment usually contains many mobile devices, such as laptops, and equipment between departments or users flows in a more casual

FIGURE 2-16 Configuring dynamic updates
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way than it normally would in the server rooms. This results in very high rates of name changes, additions, and deletions in the namespace. Windows 2000 Server introduced Dynamic DNS (DDNS), providing additional incentives for the push away from NetBIOS. DDNS allows hosts to register themselves with appropriate DNS zones every time they boot up or join the network. If a dynamic registration request is submitted to a secondary DNS server that maintains a read-only copy of the zone, the request is forwarded to the primary DNS server. Dynamic registration also occurs if the IP configuration changes on the client, if a hostname is modified on the client, or if you trigger the process manually using the ipconfig /registerdns or ipconfig /renew command.

Dynamic Host Configuration Protocol (DHCP) servers are used in most networks to configure IP addressing information on the clients dynamically. The DHCP server in Windows Server 2008 can be configured to register combinations of “A” and PTR records with DNS as they are being issued to the client computers. Default settings assume that clients will register “A” records themselves, and the DHCP server will register PTR records, but legacy and non-Windows clients may not support dynamic registration. DHCP service would normally ask the client if it knows how to register with the DNS, and if no reply is received, DHCP will create registrations for the client if so configured. Windows 2000 Professional and Windows XP Professional allow administrators to control whether they should register with DNS.

Dynamic DNS registrations can be secure and non-secure. Although non-secure registrations conform to the RFC 2136 standard, it has a major drawback of allowing anyone on the network—even those nodes never authenticated by domain controllers—to write to the zone file. This does not necessarily mean that they do not have write access to any other record in the zone file. Non-secure updates are suitable for smaller environments that are isolated from the outside world.

Secure updates involve a complicated process, key elements of which are listed here:

[image: image] Selecting an authentication protocol understood by both client and server. Usually this defaults to Kerberos.

[image: image] Using the selected protocol to establish the identity of client and server.

[image: image] Registration submission and receipt of signed confirmation of successful (or otherwise) registration.

DNS zones that are integrated with Active Directory can be configured to allow secure-only registrations, where anonymous parties are not allowed to introduce their addresses into the system.

Dynamic registration solves the problem of adding records to the zone on the fly, but as you might be thinking by now, this led to another problem of cleaning up these registrations once they are no longer associated with the client who registered them. Things like hard resets, blue screens, or freezes of a client computer are bound to leave behind registrations in the system. Besides taking up space and making the zones unnecessarily large, this also may result in incorrect replies issued by the DNS server. Microsoft provides a solution to this problem.

Removing Stale Records (Scavenging)

Removal of stale records is done according to record timestamps. The Timestamp field contains the precise time when a record was added or refreshed using DDNS. The scavenging process attempts to locate stale records by comparing record timestamps with the refresh intervals, configured in the server or zone aging/scavenging properties.

When working with scavenging, two intervals can be configured: no-refresh and refresh (both by default are set to seven days). The no-refresh interval indicates how long the DNS server should wait before refreshing a record. The refresh interval indicates how long the DNS server should wait after the timestamp refresh is allowed before it may attempt to scavenge a record. Clients coming online and regenerating their registrations automatically cause the timestamp to be updated as well; they more or less let DNS server know that they are still online. Combined with the DNS server's attempts to refresh these records after seven days (by default), chances that stale records will remain in the system indefinitely are reduced to practically zero.

By default, records created prior to enabling scavenging, and static (manual) registrations, do not have timestamps, which excludes them from the scavenging process if it is enabled later on. To turn on scavenging for manually created records, you have to enable the “Delete this record when it becomes stale” option in the “A” or PTR record properties. (Note that some options are displayed only when you select the Advanced submenu from the View menu in the DNS management console.) To enable scavenging, click the Aging button on the General tab in zone properties (this will open the property page shown in Figure 2-16), and choose Scavenge Stale Resource Records. Figure 2-17 shows the scavenging configuration dialog.

FIGURE 2-17 DNS zone scavenging options
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CERTIFICATION SUMMARY

This chapter reviewed the purpose, various elements, and functionality of the domain name system. The introduction described what the DNS system is trying to accomplish and how and why it was created. The elements of the DNS system include resource records, such as “A,” PTR, MX, NS, SOA, and SRV records, and the domain namespace and the fully qualified domain name composition, including root, top-level domains, and second-level domains. The chapter went on to discuss the roles played by participants of the DNS system: resolvers and servers, types of queries (iterative, recursive, reverse, and inverse), and types of DNS servers (caching, slave, forwarder, primary, and secondary). In the overview of DNS, we also looked at zone types. In Windows Server 2008, available zone types are standard primary, standard secondary, standard stub, Active Directory–integrated primary, and Active Directory–integrated stub, as well as GlobalNames. Zones can also be subdivided into forward lookup and reverse lookup. Security issues were touched on in the context of the DNS components as well as in planning considerations for Active Directory.
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Overview of DNS

[image: image] DNS is used to resolve FQDNs into IP addresses and vice versa.

[image: image] FQDNs include the hostname, all levels of domains, and the root.

[image: image] The TLD, or top-level domain, must be registered to be used externally.

[image: image] SLDs (second-level domains) and lower-level domains are maintained by individual companies.

[image: image] DNS uses resource records to set up hostname-to-IP mappings.

[image: image] Some resource record examples are “A,” PTR, NS, SOA, MX, and SRV.

[image: image] SOA and NS records are used to define the DNS infrastructure and delegate authority for subdomains.

[image: image] DNS servers play different roles: primary, secondary, AD-integrated, authoritative, caching, slave, forwarder.

[image: image] DNS implements “poor man's load balancing” with round robin.

[image: image] Recursive and iterative queries are used by DNS servers and clients.

[image: image] Reverse and inverse queries are two different ways of requesting a hostname based on the IP address.

[image: image] Several zone types exist in the DNS: the standard primary, secondary, and stub zones, as well as the Active Directory–integrated primary and stub zones.

[image: image] Reverse lookup zones are used for reverse resolution and contain PTR resource records.

SELF TEST

The following questions will help you measure your understanding of the material presented in this chapter. Read all the choices carefully because there might be more than one correct answer. Choose all correct answers for each question.

Overview of DNS

1. Secure services in your network require reverse name resolution to make it more difficult to launch successful attacks against the services. To set this up, you configure a reverse lookup zone and proceed to add records. Which record types do you need to create?

A. SOA

B. PTR

C. MX

D. SRV

2. What is the main purpose of a DNS server?

A. To resolve IPX addresses into NetBIOS names

B. To resolve IP addresses into NetBIOS names

C. To resolve IP addresses into FQDN names

D. To resolve FQDN names into NetBIOS names

3. SOA records must be included in every zone. What are they used for?

A. SOA records serve as a pointer to the forwarder server.

B. SOA records contain responsible-person information and ensure that all unresolved queries are forwarded to their addresses.

C. SOA records contain a TTL value, used by default in all resource records in the zone.

D. SOA records contain the e-mail address of the person who is responsible for maintaining the zone.

E. SOA records contain the current serial number of the zone, which is used in zone transfers.

4. You are deploying an AD infrastructure in your organization, and you would like to use an existing DNS infrastructure. Your organization is using the BIND implementation of the DNS server, which does not include support for SRV records. It is not an option to replace or upgrade the existing DNS server to Windows Server 2008 DNS. What will you have to do to ensure that your AD clients can locate and resolve network services provided by Windows Server 2008?

A. Delegate the following records from the BIND server to Windows Server 2008 DNS server: _tcp.<AD DS domain name>, _udp.<AD DS domain name>, _msdcs.<AD DS domain name>, and _sites.<AD DS domain name>.

B. It is not possible to deploy Active Directory in said circumstances.

C. Delegate the following records from the BIND server to Windows NT 4.0 DNS server: _tcp.<AD DS domain name>, _udp.<AD DS domain name>, _msdcs.<AD DS domain name>, and _sites.<AD DS domain name>.

D. Upgrade your BIND server version.

5. By default, if the name is not found in the cache or local hosts file, what is the first step the client takes to resolve the FQDN name into an IP address?

A. Performs an iterative search through the root servers

B. Performs an iterative search through the primary DNS server based on the network interface configuration

C. Performs a recursive search through the root servers

D. Performs a recursive search through the primary DNS server based on the network interface configuration

6. You are the administrative team leader in your company. To help promote the product line, you initiated a web site project and assigned your site a simple and intuitive domain from the .biz TLD. You went through local testing of the site and opened it for access from outside your network. However, despite the fact that referring to this server using its IP address works, every time you try to access it using its FQDN, you end up on a site of a different company. In your local testing, this was not a problem. What is the most likely reason external access does not function as expected?

A. Prior to assigning your publicly referenced domain name, you needed to run it by an ICANN-accredited domain name registrar to make sure that it is not taken, and to make sure no one registers it later on.

B. Check your Internet Explorer settings, or try using Netscape Navigator instead.

C. Check that your SLD domain name does not contain “net,” “com,” or other reserved keywords.

D. The .biz TLD domain is invalid on the Internet.

7. At some point during the name resolution process, the requesting party received an authoritative reply. Which further actions are likely to be taken after this reply?

A. The request is submitted to the root server.

B. The request is submitted to the closest caching server.

C. After receiving the authoritative reply, the resolution process is effectively over.

D. Requests are submitted to the remaining authoritative servers to verify the validity of the reply.

8. What is the main purpose of SRV records?

A. FQDN resolution into IP addresses

B. Domain controller NetBIOS name resolution into IP addresses

C. SRV records are used to locate network services

D. Using additional SRV records, you can add new domain controllers in the network

9. You are administering a network connected to the Internet. Your users complain that everything is slow. Preliminary research of the problem indicates that it takes a considerable amount of time to resolve names of resources on the Internet. What is the most likely reason for this?

A. DNS servers are not caching replies.

B. Local client computers are not caching replies.

C. Users are referring to the resources using IP addresses.

D. The cache.dns file may have been corrupted on the server.

10. You are a network administrator in your company. You implement Windows Server 2008 in your network, which spans three geographically dispersed locations (sites). 4000 users are located in Chicago, another 3000 users are located in Seattle, and another 1500 users are based in Montreal. You are working out how you should deploy the DNS infrastructure. It has been determined that the Chicago and Seattle offices must employ secure dynamic updates. The Montreal office should not have a copy of the zone, which could be edited. How should you configure your DNS servers to satisfy the given conditions?

A. Set up an AD-integrated zone in Chicago, another AD-integrated zone in Seattle, and a secondary zone in Montreal.

B. Set up a secondary zone in Chicago, another secondary zone in Seattle, and an AD-integrated zone in Montreal.

C. Set up a primary zone in Chicago, another primary zone in Seattle, and a secondary zone in Montreal.

D. Set up a primary zone in Chicago, a secondary zone in Seattle, and a secondary zone in Montreal.

11. Employees of your company communicate with one of the company partners through their web site portal extensively. To resolve their name, a local DNS server is used. You are trying to figure out a way to further optimize the process by placing NS servers for the domain in question on your local DNS server. However, you would like to avoid replicating the entire zone from the partner DNS servers due to security and bandwidth issues. Which of the following solutions seem to be suitable in this scenario?

A. Create a secondary zone on your DNS server.

B. Create a stub zone on your DNS server.

C. Add NS records responsible for the partner's domain to the list of NS servers in your domain.

D. Establish a trust relationship between the zones, maintained on your and your partner's DNS servers.

12. Your company uses ten domain controllers, three of which are also used as DNS servers. You have one companywide AD-integrated zone, which contains several thousand resource records. This zone also allows dynamic updates, and it is critical to keep this zone up-to-date. Replication between domain controllers takes up a significant amount of bandwidth. You are looking to cut bandwidth usage for the purpose of replication. What should you do?

A. Change the replication scope to all DNS servers in the domain.

B. Change zone storage from Active Directory–integrated to standard.

C. Write a script that would copy *.dns files to all DNS servers based on configurable intervals.

D. Create a separate replication schedule to force replication into off-peak hours.

13. You recently switched from configuring client nodes manually to dynamic IP addressing. To configure the DNS server list, you used group policies. You set out to install a new Windows 2000 Professional computer and attempted to add it to the domain, unsuccessfully. Upon checking the IP configuration, you discovered that although the IP addressing information appears to be correct, the DNS servers list is empty. What is the most likely cause of the DNS servers being unavailable?

A. You did not configure the DNS server list on the DHCP server.

B. When installing new clients, you should always assign IP addresses manually.

C. The domain controller should be located in the same network segment where the client machine is being installed.

D. Network connectivity issues are the most likely cause.

14. The next day after installing a new external DNS server located in an unprotected portion of the network, your IT department started getting calls with complaints that users attempting to connect to the company's news site are being forwarded to an underground site slandering the company. You attempted to clear the DNS cache, and the service appeared to have been restored. However, after a few days the incident reoccurred. You suspect that your external DNS servers are being attacked and traffic gets redirected. What would be the first step in attempting to prevent this sort of behavior?

A. Enable the Secure Cache Against Pollution option in the DNS server properties Advanced tab.

B. Enable the BIND Secondaries option in the DNS server properties Advanced tab.

C. Enable the Disable Recursion option in the DNS server properties Advanced tab.

D. To prevent this type of attack, remove NS records from the zone serviced by the external DNS server.

15. Prior to launching a new DNS server, Joe tested it in a lab and confirmed that it works. Joe verified that the server resolves resource records, such as MX, PTR, and “A,” from his zone (all the records were created manually). Confirming the functionality, Joe proceeded, thinking that test records will be deleted by the scavenging process because he enabled it on the zone level right before putting the DNS server in production. After implementing the server in production, you notice that some records are redirected to the IPs that do not exist. You examine the content of the zone file and discover that Joe's test records have not been removed. How should this server have been configured to prevent this?

A. For each resource record, you should have added another TIME record, which would provide timestamp information for the purposes of scavenging.

B. To quickly get rid of those records, set the clock on the DNS server a month ahead and restart the DNS service.

C. You should delete test records manually.

D. Records, created before aging and scavenging was enabled, do not contain timestamp information and hence fall outside the scope of the scavenging process.

16. Before installing your first domain controller in the network, you installed a DNS server and created a zone, naming it as you would name your AD domain. However, after the installation of the domain controller, you are unable to locate infrastructure SRV records anywhere in the zone. What is the most likely cause of this failure?

A. The zone you created was not configured to allow dynamic updates.

B. The local interface on the DNS server was not configured to allow dynamic updates.

C. SRV records were created, but because these are system records, the DNS management console does not display them.

D. Networks with one domain controller rely on NetBIOS addressing and need the WINS service instead of DNS to function properly.

17. Which of the following conditions must be satisfied to configure dynamic DNS updates for legacy clients?

A. The zone to be used for dynamic updates must be configured to allow dynamic updates.

B. The DHCP server must support, and be configured to allow, dynamic updates for legacy clients.

C. Dynamic updates should be configured using domain group policies.

D. Legacy clients cannot be registered dynamically with DNS because they still use NetBIOS names.

18. You are tasked with implementing Active Directory in your company. Part of your infrastructure is exposed to the Internet; another part is for internal use only. As decided by your superiors, simple and short naming of resources should be key in both internal and external namespaces. Which AD naming strategies should you choose?

A. Name your AD root domain using the same name that external clients will use to access company resources from the Internet. You should register this domain with ICANN.

B. Use different names for your AD root domain and for externally accessible resources.

C. Use the subdomain of the externally accessible DNS name in your AD root domain name.

D. Register an additional domain name with ICANN and use a subdomain of this newly registered domain for your AD root domain.

SELF TEST ANSWERS

Overview of DNS

1. [image: image] B. PTR records are used for reverse name resolution.

[image: image] A, C, and D. A is incorrect because SOA records are used to maintain the zone itself. C is incorrect because MX records are used for e-mail service location and routing. D is incorrect because SRV records are used to locate network services.

2. [image: image] C. DNS servers are used to resolve FQDN hostnames into IP addresses and vice versa.

[image: image] A, B, and D. A is incorrect because IPX addresses are resolved using SAP broadcasts, not the DNS service. B is incorrect because NetBIOS names are resolved into IP addresses using WINS service. D is incorrect because resolution of FQDN names into NetBIOS names is not a basic network service; instead, it is a more complicated procedure that may be implemented by some applications, where the DNS server would participate at some point in the process.

3. [image: image] C, D, and E. All three of these answers are correct statements about SOA records.

[image: image] A and B. A is incorrect because forwarder servers are configured on the DNS server level, not on the zone level. B is incorrect because if the DNS server cannot resolve a name from its local zones, it will redirect the query to another DNS server. If this DNS server is authoritative for the zone being queried and still cannot resolve the name, it will issue a reply, instructing the client that the requested hostname does not exist. There is no automatic interaction with a “responsible person” in the query resolution process.

4. [image: image] A. You can delegate the zones containing records not supported by any given DNS server to a different DNS server, thereby preserving the existing DNS infrastructure. Microsoft recommends and supports this approach.

[image: image] B, C, and D. B is incorrect because AD can be deployed as described in A. C is incorrect because Windows NT 4.0 DNS server does not support SRV records. D is incorrect because it contradicts the question (you are not allowed to interfere with an existing BIND server).

5. [image: image] D. By default, the client submits a recursive query to the DNS server.

[image: image] A, B, and C. A and B are incorrect because an iterative query is employed only if a recursive query fails first. C is incorrect because root servers do not support recursive queries; if that were the case, the root servers would have to know about every single network resource on the Internet and we would not have a distributed DNS infrastructure.

6. [image: image] A. This is a mandatory practice when it comes to assigning a publicly accessible DNS domain name.

[image: image] B, C, and D. B is incorrect because it does not matter which client browser you are using; the name resolution process should function regardless. C is incorrect because SLD domains have character and length restrictions, not the sequence of letters, and also SLDs must be unique. D does not describe such limitations.

7. [image: image] C. An authoritative DNS server is given top priority when resolving domain names.

[image: image] A, B, and D. A is incorrect because caching servers are given lower priority than authoritative servers. B is incorrect because root servers only help in finding an authoritative server, and they only contain pointers to SLD authoritative servers. D is incorrect because this sort of redundancy is usually not offered to regular DNS clients. Other methods are used to ensure that all servers, authoritative for the zone in question, have the same information in their locally stored zones.

8. [image: image] C. SRV records are used in locating hosts that provide certain network services.

[image: image] A, B, and D. A is incorrect because “A” records are used for this purpose. B is incorrect because the WINS service is used to resolve NetBIOS names. D is incorrect because new domain controllers are added to the domain using the utility specifically designed for that purpose—DCPROMO. It launches a fairly complicated process, which among other things adds its SRV records on the DNS server. The reverse is not true (adding SRV records by itself does not give you a new domain controller).

9. [image: image] A, B, and D. A and B are correct because caching has a measurable impact on the DNS service quality. It is possible to switch off recursive query caching on the DNS server by changing the MaxCacheTtl value in the HKEY_LOCAL_MACHINE\SYSTEM\ CurrentControlSet\Services\DNS\Parameters key to 0. Client computers likewise have a similar capability of not caching DNS server replies, except it is controlled through the MaxCacheEntryTtlLimit value in the HKEY_LOCAL_MACHINE\SYSTEM\ CurrentControlSet\Services\Dnscache\Parameters key (0 will switch it off). When you browse any given web site, your client browser requests innumerable pages, images, and other elements embedded on the page, using separate connections for each element. Without caching, all these connection requests would result in DNS queries submitted for the single IP address of the same server. You can turn off caching temporarily in cases where local domain name system restructuring is in process and you want to push changes to clients instantaneously. D is also correct because corruption in the cache.dns file often leads to unpredictable DNS functionality and sometimes even disrupts it completely. Cache.dns recovery procedures are described in Microsoft Knowledge Base article 249868.

[image: image] C. C is incorrect because referring to the resource using IP addresses only speeds up the process, taking the DNS resolution process out of the picture altogether.

10. [image: image] A. AD-integrated zones enable multimaster zone configuration and also support secure dynamic updates.

[image: image] B, C, and D. C is incorrect because this does not satisfy the secure dynamic updates condition. In addition to that, if you use classic zones, you can only implement one primary zone. B and D are also incorrect.

11. [image: image] B. Stub zones allow distribution of updated NS server information authoritative for various zones without actually transferring any resource records. This is designed to save replication traffic, usually associated with secondary zone maintenance.

[image: image] A, C, and D. A is incorrect because if you implement a secondary zone and configure replication, bandwidth usage will actually increase. C is incorrect because you can only add NS records to your zone that are pointing to authoritative servers for your zone. Adding an “alien” NS server will lead to occasional failures in resolving resource records contained in your local zone. D is incorrect because a “trust relationship” cannot be configured between DNS zones.

12. [image: image] A. Application partitions allow replicating DNS data to a predefined scope of DNS servers, which are also domain controllers. In this scenario, you should configure replication to transfer DNS changes between the three domain controllers that have been configured as DNS servers.

[image: image] B, C, and D. B is incorrect because replication of standard zones uses more bandwidth than AD-integrated zones, which have the ability to replicate properties of objects (fields of records in DNS terms). C is incorrect because replication mechanisms employed in Windows are more thought-out and advanced. D is incorrect because as it is stated in the question, it is very important to have the most up-to-date information in the DNS zones, and the suggested replication cycle is not likely to achieve this.

13. [image: image] A. The DNS server list should be configured on the DHCP server. It can only be configured through domain group policies for Windows XP clients, and only after at least one successful reference to a domain controller. For this to happen, if dynamic configuration is used, DNS servers should be assigned as part of dynamic configuration.

[image: image] B, C, and D. B is incorrect because manual TCP/IP configuration only makes it more difficult to configure clients and keep their configuration updated. C is incorrect because clients and servers should be able to communicate cross-subnet, regardless of their physical location in the network, as long as their TCP/IP configuration is correct. DHCP servers should preferably be located in the same subnet, or otherwise the DHCP Relay Agent should be configured in the subnet in order to relay DHCP broadcasts across the router. D is incorrect because network connectivity seems to be in order; otherwise, your client computer would automatically configure itself using an IP address from the 169.254.X.X range (APIPA).

14. [image: image] A. A is correct because this setting prohibits caching of records, if the DNS server domain name and requested resource domain name do not coincide. This usually indicates that someone is attempting to intercept DNS query traffic.

[image: image] B, C, and D. B is incorrect because the BIND Secondaries option is necessary to support interoperability with older DNS servers. C is incorrect because the Disable Recursion option will not prevent someone from polluting your server's cache. D is incorrect because this will render your server inoperable, or will require you to configure forwarder servers.

15. [image: image] C. Test records should have been deleted manually along with the test zone, especially when there is a chance they could create a conflict with existing production zones or records. Aging and scavenging of stale records primarily serves the purpose of cleaning out those records, registered dynamically.

[image: image] A, B, and D. A, B, and D are all incorrect because these records should have been deleted manually.

16. [image: image] A and B. Both A and B are correct because for dynamic registration to work, the zones in question should be configured to allow dynamic registration. Local TCP/IP settings on the server's interface that will be used to submit dynamic registration requests to its DNS service should also allow dynamic updates.

[image: image] C and D. C is incorrect because SRV records are displayed in the DNS management console in the same way other records are. D is incorrect because DNS servers are always needed for domain controllers to function properly.

17. [image: image] A and B. A is correct because the zone should be configured to accept dynamic registrations. This is true regardless of the client types. B is also correct because DHCP servers beginning with Windows 2000 Server and later have the ability to register “A” and PTR records for the clients, which do not yet support dynamic registration. DHCP servers should be configured accordingly to support this functionality.

[image: image] C and D. C is incorrect because domain policies do not affect the ability of older clients to register themselves with the zone. D is incorrect because older clients can be registered dynamically in the zone despite the fact that they still rely on NetBIOS names.

18. [image: image] B. Using different namespaces for external and internal purposes simplifies administration of the DNS server infrastructure.

[image: image] A, C, and D. A and C are incorrect because in either case you would have to manage the integrated namespace and control security more strictly so that external users are not allowed to resolve internal resources. D is incorrect because this method only complicates administration and does not provide any benefits to the method described in B.
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